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http://coinse.github.io


When I say “lessons”, I mean that I learnt these things. I 
do not mean to claim that these are some golden rules in 
research or anything else. Treat this talk just as a story of 

how certain techniques came to be… 🤠

3



Retrospective on My FL Work
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Everything started with people.
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• Bill joins CREST (Centre for 
Research on Evolution, Search, 
& Testing) at King’s College 
London.


• He immediately gets on with 
GPGPU for genetic 
programming, Higher-order 
Mutation, and what will later 
become Genetic Improvement. 

Year 2008
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Dr. Bill Langdon



Me circa 2010

‘That stuff looks incredibly cool - what can 
I do with GP and GPGPU…?’



Evolving SBFL Formulas using GP
Yoo, SSBSE 2012

9

ef � ep
ep + np + 1

Risk Evaluation Formula

Ranking

Program

Tests

Spectrum

P S

P S
GP

Fitness 
(minimise)

e2f (2ep + 2ef + 3np)

e2f (e
2
f +

p
np)

. . .

Training Data



Evolved Formulas
Little did I know that these IDs would be their names…
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Table 7. GP-evolved risk evaluation formulæ. Trivial bloats, such as nf � nf , were
removed.

ID Refined Formula ID Refined Formula

GP01 ef (np + ef (1 +
p
ef )) GP16

q
e

3
2
f + np

GP02 2(ef +
p
np) +

p
ep GP17 2ef+nf

ef�np
+ npp

ef
� ef � e2f

GP03
q

|e2f �p
ep| GP18 e3f + 2np

GP04
q

| np

ep�np
� ef | GP19 ef

p
|ep � ef + nf � np|

GP05
(ef+np)

p
ef

(ef+ep)(npnf+
p
ep)(ep+np)

p
|ep�np|

GP20 2(ef + np

ep+np
)

GP06 efnp GP21
p

ef +
p
ef + np

GP07 2ef (1 + ef + 1
2np

) + (1 +
p
2)
p
np GP22 e2f + ef +

p
np

GP08 e2f (2ep + 2ef + 3np) GP23
p
ef (e2f + np

ef
+

p
np + nf + np)

GP09
ef

p
np

np+np
+ np + ef + e3f GP24 ef +

p
np

GP10
q

|ef � 1
np

| GP25 e2f +
p
np +

p
efp

|ep�np|
+ np

(ef�np)

GP11 e2f (e
2
f +

p
np) GP26 2e2f +

p
np

GP12
p

ep + ef + np �
p
ep GP27

np

p
(npnf�ef )

ef+npnf

GP13 ef (1 +
1

2ep+ef
) GP28 ef (ef +

p
np + 1)

GP14 ef +
p
np GP29 ef (2e2f +ef +np)+

(ef�np)
p
npef

ep�np

GP15 ef +
p

nf +
p
np GP30

q
|ef � nf�np

ef+nf
|

All existing metrics have been designed by human; this paper present the first
GP-based approach to the design of risk evaluation formulæ, reformulating it
as a predictive modelling based on GP. Machine learning techniques have been
also applied to fault localisation work, but the aim was to classify failing tests
together rather than to identify the location of the fault directly [23].

Although SBFL originally started as a debugging aid for human develop-
ers, the technique is increasingly used to enable other automated Search-Based
Software Engineering (SBSE) techniques. Goues et al. use SBFL to identify the
parts of a program that needs to be automatically patched [7]. Yoo et al. use
SBFL to measure the Shannon entropy of fault locality, so that the test suite
can be prioritised for faster fault localisation [25]. GP may be able to help these
techniques by evolving SBFL techniques with a specific set of characteristics,
improving the synergy between predictive modelling and SBSE even further [9].

Other approaches towards fault localisation include slicing [2], consideration
of test similarity [3, 8], delta debugging [27, 28], and causal inference [4]. While
this paper only concerns the spectra-based approach, the positive results sug-
gest that GP may be successfully employed to evolve a wider range of fault
localisation techniques.

7 Conclusion

This paper reports the first application of Genetic Programming to evolving
risk evaluation formulæ for Spectra-Based Fault Localisation. We use a simple
tree-based GP to evolve risk evaluation formulæ that take program spectra ele-
ments as terminals. Empirical evaluation based on 92 di↵erent faults from four
Unix utilities shows three important findings. First, GP-evolved formulæ can
outperform widely studied human-designed formulæ by up to 5.9 times. Second,



An Offer that I could not turn down…
(despite it being full of maths)
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Prof. T. Y. Chen

Prof. Xiaoyuan Xie

SR2
BSR1

B

SR1
F

SR1
A

Formula R1

SR2
F

SR2
A

Formula R2

Statement Ranking

SR
B = {si 2 S|R(si) > R(sf ), 1  i  n}

SR
F = {si 2 S|R(si) = R(sf ), 1  i  n}

SR
A = {si 2 S|R(si) < R(sf ), 1  i  n}

Xiaoyuan and T. Y. essentially formulated the 
comparison between SBFL formulas as algebraic 

proofs about set membership.

A Theoretical Analysis of the Risk Evaluation Formulas for Spectrum-
Based Fault Localisation, X. Xie, T.Y. Chen, F.C. Kuo, B. Xu,  
ACM Transactions on Software Engineering and Methodology 22(4):1-40 



An Offer that I could not turn down…
(despite it being full of maths)
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SR2
BSR1
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Formula R1

SR2
F

SR2
A

Formula R2

Statement Ranking

• Formula  dominates formula  ( )  
if 


• Formula  is equivalent to formula  ( ) 
if 


• “Do you want to see where the evolved formulas 
are ranked in the hierarchy?” (i.e., the offer)

R1 R2 R1 → R2
SR1

B ⊆ SR2
B ∧ SR2

A ⊆ SR1
A

R1 R2 R1 ↔ R2
SR1

B = SR2
B ∧ SR1

F = SR2
F ∧ SR1

A = SR2
A

31:22 X. Xie et al.

Fig. 4. Another performance hierarchy chain of risk evaluation formulas.

LEMMA 4.12. For M2, we have

SM2
B =

{

si

∣∣∣∣a
i
ef > 0 and

P + a f
ep

F
− 2F + P

ai
ef

+ 2 −
ai

ep

ai
ef

> 0, 1 ≤ i ≤ n

}

(4.18)

SM2
A =

{

si

∣∣∣∣
(
ai

ef = 0
)

or

(

ai
ef > 0 and

P + a f
ep

F
− 2F + P

ai
ef

+ 2 −
ai

ep

ai
ef

< 0

)

, 1 ≤ i ≤ n

}

.

(4.19)

LEMMA 4.13. For AMPLE2, we have

SA
B =

{

si

∣∣∣∣a
i
ef > 0 and

Pai
ef − PF + Fa f

ep

Fai
ef

−
ai

ep

ai
ef

> 0, 1 ≤ i ≤ n

}

(4.20)

SA
A =

{

si

∣∣∣∣
(
ai

ef = 0
)

or

(

ai
ef > 0 and

Pai
ef − PF + Fa f

ep

Fai
ef

−
ai

ep

ai
ef

< 0

)

, 1 ≤ i ≤ n

}

. (4.21)

With the preceding two lemmas, we can prove the following proposition.

PROPOSITION 4.14. M2 → AMPLE2.

PROOF. Use the set descriptions for SM2
B and SM2

A in Lemma 4.12 and the set descrip-
tions for SA

B and SA
A in Lemma 4.13. Similar to the proof of Proposition 4.6, we can

prove that SM2
B ⊆ SA

B and SA
A ⊆ SM2

A , and hence M2 → AMPLE2.

Figure 3 implies that if Kulczynski2 is not a maximal formula, Ochiai, ER2, ER3,
and ER4 can never be maximal; if M2 is not a maximal formula, AMPLE2 can never
be a maximal formula. As a matter of fact, all formulas in Figure 3 are not maximal
formulas, because apart from the performance hierarchy chains shown in Figure 3,
there exists another hierarchy chain shown in Figure 4, where all relations “→” are
strictly “better” relations. Therefore, Kulczynski2 and M2, as well as ER6, Arithmetic
Mean, Cohen, Fleiss, and Wong3 are not maximal formulas.

In order to prove the relations shown in Figure 4, we need the following lemma for
Naish1 of ER1.

LEMMA 4.15. For Naish1, we have SN1
B = XN1 and SN1

A = ZN1, where

XN1 =
{

si

∣∣∣∣a
i
ef = F and a f

ep − ai
ep > 0, 1 ≤ i ≤ n

}
(4.22)

ZN1 =
{

si

∣∣∣∣
(
ai

ef < F
)

or
(
ai

ef = F and a f
ep − ai

ep < 0
)
, 1 ≤ i ≤ n

}
, (4.23)

PROOF. As stated in Table I, Naish1 is defined as follows.

RN1(si) =






−1 if ai
ef < F

P − ai
ep if ai

ef = F

ACM Transactions on Software Engineering and Methodology, Vol. 22, No. 4, Article 31, Pub. date: October 2013.

31:16 X. Xie et al.

Fig. 3. Performance hierarchy chains of risk evaluation formulas.

For Tarantula, si with ai
ef = 0 will be assigned with the lowest risk value of 0, and

hence is ranked lower than any sj with aj
ef > 0. Consider a test suite with P = 6 and

F = 2. For re, if there exists si such that ai
ef = 0, we have RRE(si) = − P

F − 1 = −4.

Suppose there exists sj such that aj
ef = 1 and aj

ep = 5. Then, we have RRE(sj) = − aj
ep

aj
ef

=

−5 < −4 = RRE(si), while for Tarantula, we have RT (sj) = 3
8 > 0 = RT (si). Therefore,

re does not produce the same ranking list as Tarantula, and hence re and Tarantula
are not equivalent with respect to Naish et al.’s equivalence.

4.3.3. Relations between Nonequivalent Formulas. With the aforeside six groups of equiv-
alent formulas, we only need to search the maximal formulas from the following 14
individual formulas or groups of equivalent formulas, namely, ER1, ER2, ER3, ER4,
ER5, ER6, Kulczynski2, Ochiai, M2, AMPLE2, Wong3, Arithmetic Mean, Cohen, and
Fleiss. Among them, some constitute certain performance hierarchy chains that are
presented in Figure 3.

In Figure 3, each node represents a formula, or an equivalent group of formulas. The
arrow from node N1 to node N2 means that for any formulas R1 and R2 in N1 and N2,
respectively, R1 → R2. Obviously, since the relation “→” is transitive, for any formulas
Ri and Rj in Ni and Nj , respectively, we have Ri → Rj , as long as Nj is a direct or
indirect descendant node of Nj in the corresponding chain.

First, let us consider Figure 3(a), which involves equivalent groups ER3, ER4, and
ER2, as well as formulas Ochiai and Kulczynski2. Proposition 4.6, Proposition 4.7,
Proposition 4.10, and Proposition 4.11 establish this figure. Before presenting the proof
for ER2 → ER3, we need the following lemma for Jaccard of ER2.

LEMMA 4.5. For Jaccard, we have SJ
B = XJ and SJ

A = ZJ, where

XJ =
{

si

∣∣∣∣a
i
ef > 0 and 1 + a f

ep

F
− F

ai
ef

−
ai

ep

ai
ef

> 0, 1 ≤ i ≤ n

}

(4.5)

ZJ =
{

si

∣∣∣∣
(
ai

ef = 0
)

or

(

ai
ef > 0 and 1 + a f

ep

F
− F

ai
ef

−
ai

ep

ai
ef

< 0

)

, 1 ≤ i ≤ n

}

. (4.6)

PROOF. As stated in Table I, formula Jaccard is defined as follows.

RJ(si) =
ai

ef

ai
e f + ai

nf + ai
ep

ACM Transactions on Software Engineering and Methodology, Vol. 22, No. 4, Article 31, Pub. date: October 2013.



Proof that GP was as good as humans
Xie et al., SSBSE 2013
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Table 1. Investigated formulæ

Name Formula expression

ER1’
Naish1

⇢
�1 if ef<F

P � ep if ef=F

Naish2 ef � ep

ep+np+1

GP13 ef (1 +
1

2ep+ef
)

ER5
Wong1 ef

Russel & Rao ef

ef+nf+ep+np

Binary

⇢
0 if ef<F

1 if ef=F

GP02 2(ef +
p
np) +

p
ep

GP03
q

|e2
f
�p

ep|

GP19 ef

p
|ep � ef + nf � np|

Lemma 3. For Naish1 and Naish2, which are shown to be equivalent to each
other in the previous work [22], we have S

N1
B

=S
N2
B

=X
Op, SN1

F
=S

N2
F

=Y
Op and

S
N1
A

=S
N2
A

=Z
Op, where

X
Op={si|eif=F and e

f

p
>e

i

p
, 1in} (1)

Y
Op={si|eif=F and e

f

p
=e

i

p
, 1in} (2)

Z
Op=S\XOp\Y Op (3)

Lemma 4. For GP13, we have S
GP13
B

=X
Op, S

GP13
F

=Y
Op and S

GP13
A

=Z
Op,

respectively.

Proof. Since e
f

f
=F , it follows immediately from the definition of GP13 that

S
GP13
B

={si|eif (1+
1

2ei
p
+ ei

f

)>F (1+
1

2efp+F
), 1in} (4)

S
GP13
F

={si|eif (1+
1

2ei
p
+ ei

f

)=F (1+
1

2efp+F
), 1in} (5)

1. To prove that SGP13
B

= X
Op.

(a) To prove X
Op✓S

GP13
B

.
For any si2XOp, we have F (1+ 1

2eip+F
)>F (1+ 1

2efp+F
) because ef

p
>e

i
p
and

F>0. Since e
i

f
=F , we have e

i

f
(1+ 1

2eip+eif
)>F (1+ 1

2efp+F
), which implies

si2SGP13
B

. Thus, we have proved X
Op✓S

GP13
B

.
(b) To prove S

GP13
B

✓X
Op.

For any si2SGP13
B

, we have ei
f
(1+ 1

2eip+eif
)>F (1+ 1

2efp+F
). Let us consider

the following two exhaustive cases.

 has been permanently 
expanded to  because 

 joined the club.

ER1
ER1′￼

GP13

Three GP formulas formed their 
own maximal groups.
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(Scene: T.Y., Mark, and Shin having lunch in the 
basement canteen of LSHTM, one day in 2014)

M: So, what 
next?

TY: Perhaps we can use search to find the 
greatest formula…?

S: Hmmmmm….



No Greatest SBFL Formula!
Yoo + Xie et al., TOSEM 2017
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Soon after that lunch, I ended up with a 
proof that such formula cannot exist.

Sent it to Xiaoyuan and TY for rigorous 
check, kept my fingers crossed.

And then it was confirmed!
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ef
np

Tarantula

ef
np

Ochiai

ef
np

gp13



Important Caveat: Consistent Tie-breaker
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SR2
BSR1

B

SR1
F

SR1
A

Formula R1

SR2
F

SR2
A

Formula R2

Statement Ranking

A choice of tie-breaker, combined with 
specific spectrum, can result in empirical 
results that contradict theoretical 
hierarchy.



Isn’t FL just DP but happening later?
Sohn & Yoo, ISSTA 2017
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Dr. Jeongju Sohn

Still using GP but this time to aggregate multiple scores,

inspired by Xuan & Monperrus (ICSME 2014) as well as Le et al. (ISSTA 2016)

Multiple SBFL formulas are terminal nodes

Traditional Defect Prediction (DP) features added:

age, churn, and complexity



“Get out of  your (beep) comfort zone? It (beep) took me 20 years to 
build a comfort zone!!”  

- Noel Gallagher, Clash Magazine, 2011

Lessons from my SBFL story

19

Sometimes imitating the cool  
stuff(people) works out :)

Do mental exercise; test your  
comfort zone.



Mutating buggy programs can help FL
Moon et al., ICST 2014
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Prof. Moonzoo Kim Prof. Yunho Kim

Correct Code
Mutate (mostly)

Buggy Code
Mutate (sometimes!)

“But what did YOU do?”



Ranking is only for humans
Moon et al., ICST 2014

• Humans consume FL results as ranking: order matters.


• Machines (APR) consume FL results as weights: magnitude matters.


• I suggested Kullback-Leibler divergence as an FL evaluation metric… didn’t 
catch on :)


• Qi et al., ISSTA 2013 is an independent confirmation.
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Figure 4: Comparison of distributions of normalized suspiciousness score across executed statements of space v21

Table V: Expense, LIL, and NCP scores on look utx 4.3

FL % of executed Locality Average NCP
Technique stmts examined Information Loss over 100 runs

MUSE 11.25 3.52 25.3
Op2 42.50 3.77 31.0

Ochiai 42.50 3.83 32.2
Jaccard 42.50 3.89 35.5

among the top 14.62% on average, and among the top 2%
for seven out of 14 faulty versions we studied. Intuitively,
SBFL techniques require many failing executions to identify
where a fault is, whereas MUSE is relatively free from this
constraint because it also identifies where a fault is not.

This advantage is due to the fact that MUSE utilizes two
separate conjectures, each of which is based on the number
of failing and passing test cases respectively. Thus, even if a
test suite has almost no failing or passing test cases, MUSE
can localize a fault precisely.

C. LIL Metric and Automated Bug Repair

LIL metric is better at predicting the performance of an
FL technique for automated program repair tools than the
traditional ranking model. The fact that the ranking model
is not suitable has been demonstrated by Qi et al. [23].
We performed a small case study with the GenProg-FL
tool by Qi et al., which is a modification of the original
GenProg tool. We applied Jaccard, Ochiai, Op2, and MUSE,
to GenProg-FL in order to fix look utx 4.3, which is
one of the subject programs recently used by Le Goues
et al. [7]. GenProg-FL [23] measures the NCP (Number
of Candidate Patches generated before a valid patch is
found in the repair process) of each FL technique where
the suspiciousness score of a statement s is used as the
probability to mutate s.

Table V shows the Expense, the LIL and the NCP
scores on look utx 4.3 by MUSE, Op2, Ochiai, and
Jaccard. For the case study, we generated 30 failing and 150
passing test cases randomly and used the same experiment
parameters as in GenProg-FL [23] (we obtained the average
NCP score from 100 runs). Table V demonstrates that the
LIL metric is useful to evaluate the effectiveness of an FL
technique for the automatic repair of look utx 4.3 by
GenProg-FL: the LIL scores (MUSE : 3.52 < Op2 : 3.77 <
Ochiai : 3.83 < Jaccard : 3.89) and the NCP scores
(MUSE : 25.3 < Op2 : 31.0 < Ochiai : 32.2 < Jaccard :

35.5) are in agreement.

A small LIL score of a localization technique indicates
that the technique can be used to perform more efficient
automated program repair. In contrast, the Expense metric
values did not provide any information for the three SBFL
techniques. We plan to perform a further empirical study to
support the claim.

VII. RELATED WORK

The idea of generating diverse program behaviours to
localize a fault more effectively has been utilized by sev-
eral studies. For example, Cleve and Zeller [9] search for
program states that cause the execution to fail by replacing
states of a neighbouring passing execution with those of a
failing one. If a passing execution with the replaced states no
longer passes, relevant statements of the states are suspected
to contain faults. Zhang et al. [34], on the other hand,
change branch predicate outcomes of a failing execution
at runtime to find suspicious branch predicates. A branch
predicate is considered suspicious if the changed branch
outcome makes a failing execution pass. Similarly, Jeffrey et
al. [11] change the value of a variable in a failing execution
with the values with other executions; Chandra et al. [2]
simulate possible value changes of a variable in a failing
execution through symbolic execution. Those techniques are
similar to MUSE in a sense that generating diverse program
behaviours to localize faults. However, they either partially
depend on the conjectures of MUSE (some [2, 11, 34]
in particular depend on the first conjecture of MUSE) or
rely on a different conjecture [9]. Moreover, MUSE does
not require any other infrastructure than a mutation tool,
because it directly changes program source code to utilize
the conjectures (Section IV-B).

Since mutation operators vary significantly in their nature,
mutation-based approaches such as MUSE may not yield
itself to theoretical analysis as naturally as the spectrum-
based ones, for which hierarchy and equivalence relations
have been shown with proofs [28]. In the empirical evalua-
tion, however, MUSE outperformed Op2 SBFL metric [19],
which is known to be the best SBFL technique.

Yoo showed that risk evaluation formulas for SBFL
can be automatically evolved using Genetic Programming
(GP) [31]. Some of the evolved formulas were proven to be
equivalent to the known best metric, Op2 [29]. While MUSE
has been manually designed following human intuition, they
can be evolved by GP in a similar fashion.



A moment of reckoning years later…
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MUSE

Unified Debugging, Lou et al., ISSTA 2020

I had a “doh!” moment when I read this paper - although they frame it as APR helping FL,

to me it was incremental mutation that made MUSE more lightweight. A really clever idea.



Can we pay first? 💸
Kim et al., ISSRE 2021
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Dr. Jinhan KimProf. Robert Feldt

Mutation

1. Do mutation analysis1. Do mutation analysis

Training

ML

2. Learn the reverse relation.

Real Fault

ML

3. Pretend if real bug is a mutant

Ahead-of-Time MBFL: mutants and bugs elicit similar reactions from test cases if they share the same 
location.



What if a new test fails?
Kim et al., TOSEM 2022
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Linear

Softmax

Test Method
Name

Comparison

Word Embedding

Killed or Not Killed

Source Method
Name

Bidirectional GRU

Comparison

Word Embedding

Bidirectional GRU

Before After
Mutated 

Line
Mutation 
Operator

Concatenate

LinearLinear

Concatenate

Learn the relationship between killed mutants and 
killing tests via the natural language channel

We can predict whether which new test cases will 
kill which new mutants pretty well.

Dr. Jinhan Kim



“I concurrency joke have one! a” 
https://twitter.com/francesc/status/1286731919376265216

Lessons from my MBFL story
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Ideas may come too late, but 
they do come, and it is okay ;)

Your weakness may become

your strength: often it is already 


a good problem to solve.

https://twitter.com/francesc/status/1286731919376265216


Information Theory can help FL
Yoo, Clark, and Harman, TOSEM 2013
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Dr. David Clark Prof. Mark Harman

Certain test cases provide more “information” to FL than others.

Can we prioritize them?

Equally Suspicious Uniquely Suspicious

Test Execution

FL is entropy reduction! That way, we can quantify the contribution

from individual test cases.

19:16 S. Yoo et al.
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Fig. 1. Plots of suspiciousness and expense reduction from the precision study. Figure 1(a) represents the
cases when the FLINT approach produces higher suspiciousness and lower expense. Figures 1(b) and 1(c)
represent the cases when the reduction in entropy achieved by FLINT results in reduced expense, even
though the suspiciousness value of the faulty statement is largely equal to that of TCP (Figure 1(b)) or even
lower (Figure 1(c)). However, in Figure 1(d), the suspiciousness metric is not in alignment with expense: the
increased suspiciousness metric resulted in higher expense.

Figure 2 presents the representative outcome of the robustness study. Figures 2(a)
and 2(b) contain the plots for the same faults depicted in Figure 1(a) and 1(b). It shows
that the changes in suspiciousness of the faulty statement retain similar patterns when
FLINT is applied using coverage information from the previous version rather than
the current version. The results shown in these two plots remain positive, as they did
for the precision study.

Similarly, Figures 2(c) and 2(d) show cases that correspond to Figure 1(c) and
Figure 1(d). Even when FLINT depends on coverage information from the previous
version, it is possible either to reduce expense metric without producing higher sus-
piciousness (Figure 1(c)) or to increase suspiciousness without necessarily reducing
expense (Figure 1(d)).

ACM Transactions on Software Engineering and Methodology, Vol. 22, No. 3, Article 19, Pub. date: July 2013.
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FL applied for bug triage: it can complement 
the static test-component relationship.

As an automated technique, this can aid the 
decision maker so that issues are assigned 
faster.

(a) Ntop = 1 (b) Ntop = 3 (c) Ntop = 5

(d) Ntop = 10 (e) Ntop = Nf

Fig. 9: Violin plots of ranking of faulty components generated by the voting among files ranked within the top Ntop : Ntop =
1, 3, 5, 10, Nf , Nf = the number of files. Here, VD is used

performance when all files participate, which is contradictory
to our hypothesis that eliminating less suspicious files from
voting would improve the localisation results by reducing
noises.

We may find a potential explanation for this result from
the initial experimental results in Section III-C. In Fig. 3,
the median ranking of faulty files is 3, 015 with the min tie-
breaker, which means that the ground-truth faulty files might
not be located near the top. Thus, eliminating the low-rank
files may result in excluding the actual faulty files from the
voting. As a result, in SAP HANA2, utilising every file in
voting is more effective than eliminating the low-rank files in
terms of breaking the ties and localising faulty components.

Fig. 10: Comparison between the component mapping and
SBFL with voting VD within the top 10: VD located 9 more
faults compared to the baseline. Among 57 faults localised by
VD, 36 of them are newly localised.

4) How does the test-component mapping affect the per-
formance of the voting-based aggregation?: In Section V-A5,
we extended NVc in Section 7 to allow failing test scripts to
vote for their mapped component. To evaluate the impact of
utilising the test-component mappings, we compare the local-
isation performance of VD varying the control parameter ↵.
Table V presents the localisation results for ↵ = 1, 3, 5, 7, 10;
the row with ↵ = 0 refers to the baseline without utilising
test-component mappings. By leveraging the test-component
mappings, VD can localise up to one more fault at the top
(↵ = 1) and up to five more faults (↵ = 7) within the top ten.
However, when we compare the Venn-diagram in Fig. 11 to
the one in Fig. 10, the number of faults localised by both
the test-component mapping and the voting-based aggregation
increases from 21 to 25 while the number of faults localised
only by the voting remains almost the same. Along with the
decrease in the number of faults located only by the mapping,
we conclude that the voting-based aggregation successfully
localise new faults by exploiting the test-component mappings.

TABLE IV: Voting results with four different voting schemes:
VD,VDNT ,VM ,VDS

Voting Scheme Total acc@1 acc@3 acc@5 acc@10

VD 137 22 31 42 57
VDNT 137 17 32 42 61
VM 137 19 31 40 58
VDS 137 16 27 32 41
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FL in existence of multiple faults: we need to 
isolate individual faults. 

Given a pair of failures, classify whether they 
share the same root cause?

 
Static

 
Historical

 
Dynamic

Automatically Identifying Shared Root Causes of Test Breakages in SAP HANA ICSE-SEIP ’22, May 21–29, 2022, Pi�sburgh, PA, USA

Figure 6: F1 scores of the models using di�erent feature extraction strategies against the test data. Note that the ~-axis ranges
from 0.40 to 0.85. The red and blue horizontal lines represent the F1 scores for the relevance classi�cations when using the
Static-Ronin-TFIDF-Cosine and Coverage-nlink similarities, respectively, with learnt thresholds. Each error bar indicates the
95% con�dence interval.

result in discontinuity in the studied information sources. Only a
longitudinal study using additional real-world data can provide a
more accurate assessment of our proposed approach.

Threats to construct validity arise when the values we observe
and report do not actually re�ect the properties we aim to measure.
All evaluation metrics we use are widely used standard evaluation
metrics for classi�cation tasks, minimising this threat.

7 RELATED WORK
Our work is related to several existing approaches in the area of
failure clustering. Podgurski et al. [34] showed that certain failures
share the same root causes, and clustering those failures facilitates
further steps of diagnosing faults. They use coverage pro�les as
features to perform clustering analysis as well as multivariate visu-
alisation of failures. Jones et al. [22] represented a failing test case,
(i.e., a test breakage), as a set of program statements whose Taran-
tula suspiciousness scores [23] are higher than the given threshold;
subsequently, failing test cases are clustered using the Jaccard simi-
larity between the sets of high suspiciousness statements. Similarly,
Liu et al. [30] ranked program statements according to the likeli-
hood of being faulty, and used the weighted Kendall-Tau distance
between rankings to cluster failing test cases. Recently, Gao and
Wong proposedMSeer [12], which extends the rank-based approach
of Liu et al. with an improved Kendall-tau distance metric.

Golagha et al. [13] proposed a failure clustering method using
non-code features such as test history, and evaluated them in the
hardware-in-the-loop testing of automotive software. While Go-
lagha et al. simply use the weighted sum of the features they studied
to perform agglomerative clustering, we focus on classi�cation of
the relevance between two test breakages based on a wider range
of features, including test coverage and lexical information from
the source code. Moreover, our work directly compares the perfor-
mance of individual similarity functions as a predictor of shared
root causes. We will consider clustering of test breakages based on
the classi�cation results as future work.

Our previous work [1] introduced hypergraph-based coverage
representation that allows e�cient calculation of pairwise similar-
ity of tests. An empirical evaluation on Defects4J [24] showed that

hypergraph-based similarity, nlink, can produce accurate failure
clusterings when used with agglomerative clustering. This paper ap-
plies and evaluates the hypergraph-based coverage representation
in an industrial context of SAP HANA.

Test similarity measures have been studied in the context of
test case selection and prioritisation, with the aim of improving
diversity among test cases. Thomas et al. [38] proposed a static
black-box test prioritisation technique that applies topic modelling
to the source code of test cases: the similarity between topics are
subsequently used to select test cases with distinct functionalities.
Historical information has also been shown to be e�ective when
calculating test similarity in rapid release environments for test
prioritisation [17]. Chen et al. [6] prioritised a large pool of fuzzer-
generated test inputs for compiler testing, by measuring distances
between inputs using both coverage pro�les and lexical information
from the test input (i.e., source code input to the compiler): the aim
is to ensure high diversity early in the test execution. Our context
di�ers from existing work in that we perform white-box testing of
SAP HANA with a focus on identifying shared root causes behind
test breakages.

8 CONCLUSION
We propose a technique that can determine whether two test break-
ages share the same root cause to improve the debugging e�ciency
in SAP HANA. Our technique uses a range of information sources,
including static, historical, and dynamic information from test cases
and their executions. We show that, although using a single simi-
larity function alone does not generalise well to previously unseen
data, various similarity functions from di�erent information sources
can complement each other. This motivates us to train a uni�ed clas-
si�cation model that uses multiple similarity functions as features.
We adopt PCA-based feature extraction and a bagging ensemble
method to reduce over�tting. When evaluated using three-month
CI data from SAP HANA, our classi�cation model achieves the F1
score of 0.743, which is at least 55% improvement over a single simi-
larity function.We plan to implement the shared root cause analysis
to the CI pipeline of SAP HANA to improve the post-submit testing
process.

Precision 0.88, recall 0.64
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• Filtering out stylistic changes


• Applying time-dependent decay


• Keep the information source minimal!
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TABLE I
EXAMPLE OF THE VOTING POWER OF CODE ELEMENTS

Code Element e1 e2 e3 e4 e5

Score 1.0 0.6 0.6 0.6 0.3

rankmax 1 4 4 4 5
rankdense 1 2 2 2 3

vote

↵ = 0, ⌧ = max 1.00 0.25 0.25 0.25 0.20
↵ = 1, ⌧ = max 1.00 0.15 0.15 0.15 0.06
↵ = 0, ⌧ = dense 1.00 0.50 0.50 0.50 0.33
↵ = 1, ⌧ = dense 1.00 0.30 0.30 0.30 0.10

in CBIC in the order of their likelihood of being the BIC. As
mentioned earlier, our basic intuition is that if a commit had
created, or modified, more suspicious code elements for the
observed failures, it is more likely to be a BIC.

The suspiciousness of code elements can be quantified via
an FL technique. For example, we can apply SBFL [11] using
the coverage of the test suite T : note that SBFL uses only test
coverage and result information, both of which are available
at the time of observing a test failure. Assuming that we are
given the suspiciousness scores, let susp : Esusp ! [0,1)
be the mapping function from each suspicious code element
in Esusp to its non-negative FL score.2 To convert the code-
level scores to the commit level, we propose a voting-based
commit scoring model where the FL score of a code element
is distributed to its relevant commits. The model has two main
components: rank-based voting power and depth-based decay.

Rank-based Voting Power: Recent work [18]–[20] showed
that, when aggregating FL scores from finer granularity ele-
ments (e.g, statements) to a coarser level (e.g., methods), it is
better to use the relative rankings from the original level only,
rather than directly using the scores. The actual aggregation
takes the form of voting: the higher the ranking of a code
element is in the original level, the more votes it is assigned
with for the target level. Subsequently, each code element casts
its votes to the related elements in the target level. We adopt
this voting-based method to aggregate the statement level FL
scores to commits. The voting power of each code element e
based on their FL rankings (and scores) as follows:

vote(e) =
↵ ⇤ susp(e) + (1� ↵) ⇤ 1

rank⌧ (e)
(4)

where ↵ 2 {0, 1} is a hyperparameter that decides whether
to use the suspiciousness value (↵ = 1) as a numerator or
not (↵ = 0), and ⌧ a hyperparameter that defines the tie-
breaking scheme. We vary ⌧ 2 {max, dense}: the max tie-
breaking scheme gives the lowest (worst) rank in the tied group
to all tied elements, while dense gives the highest but does not
skip any ranks after ties. By design, ⌧ = max will penalise
tied elements more severely than ⌧ = dense. The example in
Table I shows how the hyperparameters affect voting. Note that
the relative order between FL scores is preserved in the voting

2The constraint of FL-score being non-negative is adopted for the sake of
simplicity. Note that any FL results can be easily transformed so that the
lowest score is 0.

Fig. 3. Example of computing the commit scores when � = 0.1

power regardless of hyperparameters, i.e., vote(e) > vote(e0)
if and only if susp(e) > susp(e0).

Depth-based Decay: Wen et al. [5] showed that using the
information about commit time can boost the accuracy of
the BIC identification. Similarly, Wu et al. [2] observed that
the commit time of crash-inducing changes is closer to the
reporting time of the crashes. Based on those findings, we
hypothesise that older commits are less likely to be responsible
for the currently observed failure, because if an older commit
was a BIC, it is more likely that the resulting bug has already
been found and fixed. To capture this intuition, we propose a
depth-based decay function that decreases the voting power of
a code element as the depth of the commit in the history of
the code element increases. The historical depth of a commit
c, with respect to a code element e 2 E

c
susp (Eq. 3), is defined

as follows:
depth(e, c) =|{c0 2 CBIC |

(c0, e) 2 Evolve ^ c
0
.time > c.time}|

(5)

Note that, unlike existing work that considered the depth at the
level of commit, we consider the depth of each code element
and use this to adjust the voting power of each element.

Bringing it all together (Eq. 4 and Eq. 5), we use the
following model to assign a score to each commit c in CBIC :

commitScore(c) =
X

e2Ec
susp

vote(e) ⇤ (1� �)depth(e,c) (6)

where � 2 [0, 1) is the decay factor: when � = 0, there is
no penalty for older commits. Figure 3 shows the example of
calculating the score of commits when � = 0.1.

Finally, based on commitScore, the commit scoring func-
tion s : C ! [0,1) of FONTE is defined as follows:

s(c) =

(
commitScore(c) if c 2 CBIC

0 otherwise

IV. WEIGHTED BISECTION

Bisection is a traditional way of finding the BIC by repeat-
edly narrowing down the search space in half using binary
search: it is implemented in popular Version Control Systems
(VSCs), e.g., git bisect or svn-bisect. A standard

Fig. 6. MRR for each hyperparameter configuration of FONTE

TABLE IV
COMPARISON OF FONTE (↵ = 0, ⌧ = max,� = 0.1) TO OTHER RANKING

TECHNIQUES (# TOTAL SUBJECTS = 130)

MRR Accuracy

@1 @2 @3 @5 @10

FONTE 0.528 47 66 85 98 110
(36%) (51%) (65%) (75%) (85%)

Stage 1&2 of FONTE + Other Techniques (on CBIC )

Bug2Commit 0.380 27 42 64 85 96
FBL-BERT 0.338 27 40 47 69 90
Max Aggr. (Eq. 9) 0.317 17 36 50 73 97
Random 0.218 3 19 41 65 75
Lower Bound 0.145 3 8 19 41 71

Other Techniques (on C)

Bug2Commit 0.155 11 18 22 25 39
FBL-BERT 0.037 1 3 5 7 10

Ablation Study for FONTE

Skip Stage 2 0.490 39 64 82 97 110
Use Equal Vote (No FL) 0.436 39 56 67 79 88

Bug2Commit and FBL-BERT can be significantly improved
when combined with the search space reduction of FONTE
(Stage 1&2). Given the same FL results with FONTE, the max-
aggregation method achieves only 60% of MRR compared to
FONTE demonstrating the importance of the scoring model.

Furthermore, the ablation experiments show that filtering
out the style change commits can increase the MRR of
FONTE by 8%, showing that Stage 2 is making a significant
contribution to the ranking despite the marginal contribution to
the search space reduction. However, also note that FONTE still
outperforms all other ranking techniques even without Stage
2, which shows the effectiveness of our voting-based scoring
model with SBFL. Interestingly, the equal voting model (Eq. 7)
with � = 0.1, which does not leverage any FL result except the
failure coverage, yet performs better than all ranking baselines
in terms of MRR. This shows that even without using the FL
techniques, simply giving equal voting power to every code
element covered by the failing test cases can rank BICs more
effectively than the baselines.
Answer to RQ1: FONTE can rank the actual BICs in the top
1 and 5 commits for 36% and 75% of studied bugs. It is
significantly more effective than the random baseline and the
state-of-the-art IR-based BIC ranking method.

Fig. 7. The number of saved search iterations required until finding the BIC
using the weighted bisection compared to the standard bisection on the entire
commit history, C

Fig. 8. The number of saved search iterations required until finding the
BIC using the weighted bisection compared to the standard bisection on the
reduced commit history, CBIC

B. RQ2: Standard Bisection vs. Weighted Bisection

We simulate the standard and weighted bisection algorithms
on all subjects, assuming that the bug-revealing tests can
perfectly reveal the existence of bugs. Fig. 7 contains a sorted
bar chart that shows the number of saved search iterations,
for all subjects, until finding the BIC using our weighted
bisection algorithm compared to the standard bisection on
the entire commit history. The results show that using the
weighted bisection with FONTE-generated scores10 can reduce
the search cost for about 98% of subjects compared to the
standard bisection while saving up to 11 search iterations.
On average, the number of iterations is reduced by 67%.
There is no case where the weighted bisection degrades the
performance.

For a more conservative comparison, we also compare the
weighted bisection to the standard bisection when both are
applied to the reduced search space, CBIC . Fig. 8 shows that
the weighted bisection can reduce the number of required
search iterations for 78 out of 130 subjects (60.0%), while the
number of iterations is increased in only nine out of 130 sub-
jects (6.9%). In the remaining 33.1% of cases, the number of
iterations is the same as the standard bisection. To ensure that
the median of the number of saved iterations is positive (which
would indicate that there is a performance improvement), we
perform the one-sided Wilcoxon signed rank test [31], whose
null hypothesis is that the median of is negative (performance
degradation). The p-value is 1.51⇤10�11, allowing us to reject
the null hypothesis in favour of the alternative that the median
of the number of saved iterations is greater than zero.

We also investigate why the weighted bisection worsens the
search efficiency for those nine subjects (6.9%) and report that
the BIC is not ranked well in the cases, i.e. either not in the
top 10 or even top 50%. The BIC rank (in percentage) and

10FONTE with ↵ = 0, ⌧ = max, � = 0.1
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perfectly reveal the existence of bugs. Fig. 7 contains a sorted
bar chart that shows the number of saved search iterations,
for all subjects, until finding the BIC using our weighted
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the entire commit history. The results show that using the
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the search cost for about 98% of subjects compared to the
standard bisection while saving up to 11 search iterations.
On average, the number of iterations is reduced by 67%.
There is no case where the weighted bisection degrades the
performance.

For a more conservative comparison, we also compare the
weighted bisection to the standard bisection when both are
applied to the reduced search space, CBIC . Fig. 8 shows that
the weighted bisection can reduce the number of required
search iterations for 78 out of 130 subjects (60.0%), while the
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would indicate that there is a performance improvement), we
perform the one-sided Wilcoxon signed rank test [31], whose
null hypothesis is that the median of is negative (performance
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What lies ahead?



Harnessing the power of AI/ML

• Keeping the information source 
minimal.


• Explainability.


• Maintenance of trained models.
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• Well, we interact with a single pre-
trained model, at least…?


• CoT, ReAct…?


• Someone else maintains them…?



Reproducing the Bug to begin with…
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Answer to RQ2-3: LIBRO can reduce both the number of
bugs and tests that must be inspected: 33% of the bugs
are safely discarded while preserving 87% of the successful
bug reproduction. Among selected bug sets, 80% of all bug
reproductions can be found within 5 inspections.

C. RQ3. How well would LIBRO work in practice?

TABLE VII: Bug Reproduction in GHRB: x/y means x
reproduced out of y bugs

Project rep/total Project rep/total Project rep/total

AssertJ 3/5 Jackson 0/2 Gson 4/7
checkstyle 0/13 Jsoup 2/2 sslcontext 1/2

1) RQ3-1: We explore the performance of LIBRO when
operating on the GHRB dataset of recent bug reports. We find
that of the 31 bug reports we study, LIBRO can automatically
generate bug reproducing tests for 10 bugs based on 50 trials,
for a success rate of 32.2%. This success rate is similar to
the results from Defects4J presented in RQ1-1, suggesting
LIBRO generalizes to new bug reports. A breakdown of results
by project is provided in Table VII. Bugs are successfully
reproduced in AssertJ, Jsoup, Gson, and sslcontext, while they
were not reproduced in the other two. We could not reproduce
bugs from the Checkstyle project, despite it having a large
number of bugs; upon inspection, we find that this is because
the project’s tests rely heavily on external files, which LIBRO
has no access to, as shown in Section VI-C3. LIBRO also
does not generate BRTs for the Jackson project, but the small
number of bugs in the Jackson project make it difficult to draw
conclusions from it.
Answer to RQ3-1: LIBRO is capable of generating bug
reproducing tests even for recent data, suggesting it is not
simply remembering what it trained with.

2) RQ3-2: LIBRO uses several predictive factors correlated
with successful bug reproduction for selecting bugs and rank-
ing tests. In this research question, we check whether the
identified patterns based on the Defects4J dataset continue to
hold in the recent GHRB dataset.

Fig. 5: Distribution of the max_output_clus_size values for
reproduced and not-reproduced bugs

Recall that we use the maximum output cluster size as a
measure of agreement among the FIBs, and thus as a selection
criterion to identify whether a bug has been reproduced. To
observe whether the criterion is a reliable indicator to predict

Listing 4: Generated FIB test for AssertJ-Core-2666.
1 public void testIssue952() {

2 Locale locale = new Locale("tr", "TR");

3 Locale.setDefault(locale);

4 assertThat("I").as("Checking�in�tr_TR�locale").containsIgnoringCase("i

");

5 }

the success of bug reproduction, we observe the trend of
max_output_clus_size between the two datasets, with and
without BRTs. In Figure 5, we see that the bugs with no BRT
typically have small max_output_clus_size, mostly under
ten; this pattern is consistent in both datasets.

The ranking results of GHRB are also presented in Table VI.
They are consistent to the results from Defects4J, indicating
the features used for our ranking strategy continue to be good
indicators of successful bug reproduction.

Answer to RQ3-2: We find that the factors used for the
ranking and selection of LIBRO consistently predict bug
reproduction in real-world data.

3) RQ3-3: We present case studies of attempts by LIBRO
to reproduce bugs that either succeeded or failed.

TABLE VIII: Bug Report Successfully Reproduced: URLs
are omitted for brevity (AssertJ-Core Issue #2666)

Title assertContainsIgnoringCase fails to compare i and I in
tr_TR locale

See org.assertj.core.internal.Strings#assertContainsIgnoringCase
[url]
I would suggest adding [url] verification to just ban
toLowerCase(), toUpperCase() and other unsafe methods: #2664

We first present a successfully reproduced bug report, issue
#2685 for the AssertJ-Core project, in Table VIII. The bug
is that, in tr_TR locale, assertContainsIgnoringCase method is
mishandling the letter I. For this bug report, LIBRO gener-
ates the bug reproducing test in Listing 4. Despite the bug
report not containing any executable code, LIBRO successfully
generated a bug reproducing test that compares I and i,
using the containsIgnoringCase method referenced within the
report. A BRT for this bug is ranked at the second place,
suggesting a developer would have been quickly provided with
a reproducing test.

Listing 5: Generated FIB test for Checkstyle-11365.
1 public void testFinalClass() throws Exception {

2 final DefaultConfiguration checkConfig =

3 createModuleConfig(FinalClassCheck.class);

4 final String[] expected = CommonUtil.EMPTY_STRING_ARRAY;

5 verify(checkConfig, getPath("InputFinalClassAnonymousClass.java"),

expected);

6 }

We now turn to a bug report that is not successfully
reproduced. Table IX contains issue #11365 in the Checkstyle
project. The bug is that CheckStyle incorrectly decides that a
class should be declared final, and mistakenly raises an error.

public void testIssue952(){

  Locale locale = new Locale("tr", "TR");

  Locale.setDefault(locale);

  assertThat("I").as("Checking in tr_TR locale")

  .containsIgnoringCase("i");

}
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Figure 1: An screen snapshot of the Tarantula system in Shaded Summary mode.

lines executed in both passed and failed test cases. In each of these modes, the brightness for each line is set
to the percentage of test cases that execute the respective statement for that mode.

The final mode, Shaded Summary, is the most informative and complex mapping. It renders all executed
statements on a spectrum from red to green. The hue of a line is determined by the percentage of the
number of failed test cases executing statement s to the total number of failed test cases in the test suite
T and the percentage of the number passed test cases executing s to the number of passed test cases in T .
These percentages are used to gauge the point in the hue spectrum from red to green for which to color s.
The brightness is determined by the greater of the two percentages, assuming brightness is measured on a 0
to 100 scale. Specifically, the color of the line for a statement s that is executed by at least one test case is
determined by the following equations.

hue(s) = low hue (red) + %passed(s)
%passed(s)+%failed(s) ∗ hue range

bright(s) = max(% passed(s),% failed(s))

For example, for a test suite of 100 test cases, a statement s that is executed by 15 of 20 failed test cases
and 40 of 80 passed test cases, and a hue range of 0 (red) to 100 (green), the hue and brightness are 40 and
75, respectively.

The long, thin rectangular region located above and to the right of the code view area shows graphically
the results of the entire test suite. A small rectangle is drawn for each test case from left-to-right and is
color coded to its outcome—green for success and red for failure. This lets the viewer, at a glance, see the
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Structural Test Test Test Spectrum Tarantula Rank
Elements t1 t2 t3 ep ef np nf

s1 • 1 0 0 2 0.00 9
s2 • 1 0 0 2 0.00 9
s3 • 1 0 0 2 0.00 9
s4 • 1 0 0 2 0.00 9
s5 • 1 0 0 2 0.00 9
s6 • • 1 1 0 1 0.33 4
s7 (faulty) • • 0 2 1 0 1.00 1
s8 • • 1 1 0 1 0.33 4
s9 • • • 1 2 0 0 0.50 2

Result P F F

Spectrum Based Fault Localisation

Tarantula =

ef
ef+nf

ep
ep+np

+ ef
ef+nf


