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漢 
The Chinese Room



A Thought Experiment
John Searle, “Mind, Brains, and Programs” in 1980

• Suppose we have a computer program that 
behaves as if it understands Chinese 
language.


• You are in a closed room with the AI program 
source code.


• Someone passes a paper with Chinese 
characters written on it, into the room.


• You use the source code as instruction to 
generate the response to the input, and sends 
the response out of the room.


• Do you understand Chinese language, or not?



“And we’re talking about this 
because…”



(Obviously we are all a bit like this now)



• Among other risks, authors ask 
whether LLMs actually 
“understand” anything.


• What do you think?


• The internal design is clearly a 
statistical language model, i.e., it 
says what is the most likely, not 
what is the correct.
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ABSTRACT
The past 3 years of work in NLP have been characterized by the
development and deployment of ever larger language models, es-
pecially for English. BERT, its variants, GPT-2/3, and others, most
recently Switch-C, have pushed the boundaries of the possible both
through architectural innovations and through sheer size. Using
these pretrained models and the methodology of fine-tuning them
for specific tasks, researchers have extended the state of the art
on a wide array of tasks as measured by leaderboards on specific
benchmarks for English. In this paper, we take a step back and ask:
How big is too big? What are the possible risks associated with this
technology and what paths are available for mitigating those risks?
We provide recommendations including weighing the environmen-
tal and financial costs first, investing resources into curating and
carefully documenting datasets rather than ingesting everything on
the web, carrying out pre-development exercises evaluating how
the planned approach fits into research and development goals and
supports stakeholder values, and encouraging research directions
beyond ever larger language models.
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1 INTRODUCTION
One of the biggest trends in natural language processing (NLP) has
been the increasing size of language models (LMs) as measured
by the number of parameters and size of training data. Since 2018
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alone, we have seen the emergence of BERT and its variants [39,
70, 74, 113, 146], GPT-2 [106], T-NLG [112], GPT-3 [25], and most
recently Switch-C [43], with institutions seemingly competing to
produce ever larger LMs. While investigating properties of LMs and
how they change with size holds scientific interest, and large LMs
have shown improvements on various tasks (§2), we ask whether
enough thought has been put into the potential risks associated
with developing them and strategies to mitigate these risks.

We first consider environmental risks. Echoing a line of recent
work outlining the environmental and financial costs of deep learn-
ing systems [129], we encourage the research community to priori-
tize these impacts. One way this can be done is by reporting costs
and evaluating works based on the amount of resources they con-
sume [57]. As we outline in §3, increasing the environmental and
financial costs of these models doubly punishes marginalized com-
munities that are least likely to benefit from the progress achieved
by large LMs and most likely to be harmed by negative environ-
mental consequences of its resource consumption. At the scale we
are discussing (outlined in §2), the first consideration should be the
environmental cost.

Just as environmental impact scales with model size, so does
the difficulty of understanding what is in the training data. In §4,
we discuss how large datasets based on texts from the Internet
overrepresent hegemonic viewpoints and encode biases potentially
damaging to marginalized populations. In collecting ever larger
datasets we risk incurring documentation debt. We recommend
mitigating these risks by budgeting for curation and documentation
at the start of a project and only creating datasets as large as can
be sufficiently documented.

As argued by Bender and Koller [14], it is important to under-
stand the limitations of LMs and put their success in context. This
not only helps reduce hype which can mislead the public and re-
searchers themselves regarding the capabilities of these LMs, but
might encourage new research directions that do not necessarily
depend on having larger LMs. As we discuss in §5, LMs are not
performing natural language understanding (NLU), and only have
success in tasks that can be approached by manipulating linguis-
tic form [14]. Focusing on state-of-the-art results on leaderboards
without encouraging deeper understanding of the mechanism by
which they are achieved can cause misleading results as shown
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John: Hi, nice to meet you. How are  you?


Mary: I’m ____, _____ ___. ___ ___?

a) fine, thank you. And you?


b) okay, I guess. But why?

def SieveOfEratosthenes(num):

a) prime = [True for i in range(num+1)]…

b) arr = re.findall(r'[0-9]+', word)… 

Python: for _ __ _____ …

a) i in range


b) ( int i = 0;

Java: for _ ___ _ _ _ _ …

a) i in range


b) ( int i = 0;



Large Language Model
(really, a very large statistical language model)

• Mainly Transformer-based DNNs that are trained to be an auto-regressive 
language model, i.e., given a sequence of tokens, it repeatedly tries to predict 
the next token.


• The biggest hype in SE research right now with an explosive growth, 
because:


• Emergent behaviour leading to very attractive properties such as in-
context learning, Chain-of-Thoughts, or PAL


• They seem to get the semantics of the code and work across natural 
and programming language



• Above certain size, LLMs change 
their behavior in interesting ways


• The point of change in slope is 
referred to as “breaks”

What is an Emergent Behavior?

Caballero et al., https://arxiv.org/abs/2210.14891

https://arxiv.org/abs/2210.14891


Chain-of-Thoughts
Wei et al., https://arxiv.org/abs/2201.11903

• Underneath, LLMs are doing autocompletion, not any other type of reasoning: 
they appear to be capable of rational inference because the corpus they are 
trained with includes traces of logical reasoning.


• So, conditioning the model (with the context) to be more precise about the 
reasoning steps can result in generation of more accurate reasoning steps.


• Add “Let’s think in step by step” at the end of every prompt (https://
arxiv.org/abs/2205.11916) 🙃 🫥 🫠

https://arxiv.org/abs/2201.11903
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2205.11916


Chain-of-Thoughts
Wei et al., https://arxiv.org/abs/2201.11903

• Add “Let’s think in step by step” at the end of every prompt (https://arxiv.org/
abs/2205.11916) and the model performance go up! 🙃 🫥 🫠


• We have even weirder, recent results. 


• If you make a strong emotional plea, the performance improves (https://
arxiv.org/abs/2307.11760) 🥺


• Apparently, there is anecdotal evidence that a promise of a large tip 
produces mode detailed responses (https://twitter.com/voooooogel/status/
1730726744314069190?s=61&t=nZo2vLZm-4bSiRjGlkTRBg) 💰

https://arxiv.org/abs/2201.11903
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2205.11916
https://arxiv.org/abs/2307.11760
https://arxiv.org/abs/2307.11760
https://arxiv.org/abs/2307.11760
https://arxiv.org/abs/2307.11760
https://twitter.com/voooooogel/status/1730726744314069190?s=61&t=nZo2vLZm-4bSiRjGlkTRBg
https://twitter.com/voooooogel/status/1730726744314069190?s=61&t=nZo2vLZm-4bSiRjGlkTRBg
https://twitter.com/voooooogel/status/1730726744314069190?s=61&t=nZo2vLZm-4bSiRjGlkTRBg


“Okay, it talks like a human and can 
answer some questions. But why SE?”



LLMs seemingly handle semantics across NL/PL barrier
LLM-based Bug Reproduction (Kang, Yoon & Yoo, ICSE 2023)
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Answer to RQ2-3: LIBRO can reduce both the number of
bugs and tests that must be inspected: 33% of the bugs
are safely discarded while preserving 87% of the successful
bug reproduction. Among selected bug sets, 80% of all bug
reproductions can be found within 5 inspections.

C. RQ3. How well would LIBRO work in practice?

TABLE VII: Bug Reproduction in GHRB: x/y means x
reproduced out of y bugs

Project rep/total Project rep/total Project rep/total

AssertJ 3/5 Jackson 0/2 Gson 4/7
checkstyle 0/13 Jsoup 2/2 sslcontext 1/2

1) RQ3-1: We explore the performance of LIBRO when
operating on the GHRB dataset of recent bug reports. We find
that of the 31 bug reports we study, LIBRO can automatically
generate bug reproducing tests for 10 bugs based on 50 trials,
for a success rate of 32.2%. This success rate is similar to
the results from Defects4J presented in RQ1-1, suggesting
LIBRO generalizes to new bug reports. A breakdown of results
by project is provided in Table VII. Bugs are successfully
reproduced in AssertJ, Jsoup, Gson, and sslcontext, while they
were not reproduced in the other two. We could not reproduce
bugs from the Checkstyle project, despite it having a large
number of bugs; upon inspection, we find that this is because
the project’s tests rely heavily on external files, which LIBRO
has no access to, as shown in Section VI-C3. LIBRO also
does not generate BRTs for the Jackson project, but the small
number of bugs in the Jackson project make it difficult to draw
conclusions from it.
Answer to RQ3-1: LIBRO is capable of generating bug
reproducing tests even for recent data, suggesting it is not
simply remembering what it trained with.

2) RQ3-2: LIBRO uses several predictive factors correlated
with successful bug reproduction for selecting bugs and rank-
ing tests. In this research question, we check whether the
identified patterns based on the Defects4J dataset continue to
hold in the recent GHRB dataset.

Fig. 5: Distribution of the max_output_clus_size values for
reproduced and not-reproduced bugs

Recall that we use the maximum output cluster size as a
measure of agreement among the FIBs, and thus as a selection
criterion to identify whether a bug has been reproduced. To
observe whether the criterion is a reliable indicator to predict

Listing 4: Generated FIB test for AssertJ-Core-2666.
1 public void testIssue952() {

2 Locale locale = new Locale("tr", "TR");

3 Locale.setDefault(locale);

4 assertThat("I").as("Checking�in�tr_TR�locale").containsIgnoringCase("i

");

5 }

the success of bug reproduction, we observe the trend of
max_output_clus_size between the two datasets, with and
without BRTs. In Figure 5, we see that the bugs with no BRT
typically have small max_output_clus_size, mostly under
ten; this pattern is consistent in both datasets.

The ranking results of GHRB are also presented in Table VI.
They are consistent to the results from Defects4J, indicating
the features used for our ranking strategy continue to be good
indicators of successful bug reproduction.

Answer to RQ3-2: We find that the factors used for the
ranking and selection of LIBRO consistently predict bug
reproduction in real-world data.

3) RQ3-3: We present case studies of attempts by LIBRO
to reproduce bugs that either succeeded or failed.

TABLE VIII: Bug Report Successfully Reproduced: URLs
are omitted for brevity (AssertJ-Core Issue #2666)

Title assertContainsIgnoringCase fails to compare i and I in
tr_TR locale

See org.assertj.core.internal.Strings#assertContainsIgnoringCase
[url]
I would suggest adding [url] verification to just ban
toLowerCase(), toUpperCase() and other unsafe methods: #2664

We first present a successfully reproduced bug report, issue
#2685 for the AssertJ-Core project, in Table VIII. The bug
is that, in tr_TR locale, assertContainsIgnoringCase method is
mishandling the letter I. For this bug report, LIBRO gener-
ates the bug reproducing test in Listing 4. Despite the bug
report not containing any executable code, LIBRO successfully
generated a bug reproducing test that compares I and i,
using the containsIgnoringCase method referenced within the
report. A BRT for this bug is ranked at the second place,
suggesting a developer would have been quickly provided with
a reproducing test.

Listing 5: Generated FIB test for Checkstyle-11365.
1 public void testFinalClass() throws Exception {

2 final DefaultConfiguration checkConfig =

3 createModuleConfig(FinalClassCheck.class);

4 final String[] expected = CommonUtil.EMPTY_STRING_ARRAY;

5 verify(checkConfig, getPath("InputFinalClassAnonymousClass.java"),

expected);

6 }

We now turn to a bug report that is not successfully
reproduced. Table IX contains issue #11365 in the Checkstyle
project. The bug is that CheckStyle incorrectly decides that a
class should be declared final, and mistakenly raises an error.

public void testIssue952(){ 
  Locale locale = new Locale("tr", "TR"); 
  Locale.setDefault(locale); 
  assertThat("I").as("Checking in tr_TR locale") 
  .containsIgnoringCase("i"); 
} 



AutoFL: LLM based FL
Kang, An & Yoo (https://arxiv.org/abs/2308.05487)

Kang, An, and Yoo

contribution to performance. By providing both successful and un-
successful examples of A���FL debugging traces on di�cult tests
where the buggy method is not immediately apparent, we highlight
the strengths of A���FL, as well as potential weaknesses that point
to the need for future research.

2 BACKGROUND
This section provides the background and research context.

2.1 LLM Tool Use
By integrating chain-of-thought prompting [31] with the output
of tools, ReAct [38] demonstrated that LLMs were capable of in-
teracting with tools to achieve better performance on tasks. Since
then, LLM interaction with external tools has been widely explored.
HuggingGPT [26] has LLMs compose computer vision pipelines by
dynamically integrating the results of various computer vision mod-
els together. Voyager [28] allows LLMs to store and use acquired
skills in the form of functions, which led Voyager to complete tasks
in a computer game more e�ectively. LLM tool use has also been
explored in software engineering, notably for program repair: Xia et
al. [36] integrated test feedback into the prompt for better APR per-
formance, while Kang et al. [12] allows LLMs to invoke a debugger
to gather information and generate patches.

Recent iterations of OpenAI’s LLMs have embraced this change
and added a feature named function calling.1 This capability en-
ables users to provide function descriptions to the LLM, which can
respond with JSON data containing arguments required for calling
one of the available functions on the digression of the LLM. For in-
stance, if a user wants the LLM to compose a brief greeting email and
send it to Alice, they can provide an API call for sending emails, such
as send_email(receiver, content). The LLM can then respond
with a function call like send_email(�alice@example.com�, �Hi�)
to ful�ll the user’s request. While these functions can serve as ac-
tion executors, there is also the option to provide APIs that the
LLM can query to obtain essential information for responding to
users. For example, when a user inquires about the current weather
in a speci�c city while providing the LLM with a weather API call
description, the LLM has the choice to utilize the API call instead
of o�ering an immediate response. The function call request can be
captured and subsequently processed in an automated manner; the
results obtained from this processing are then communicated back
to the model, enabling seamless and e�cient interaction between
the user side and the LLM. In this context, we intend to de�ne
a set of functions that the LLM can employ to gather necessary
information for debugging purposes.

2.2 Fault Localization
Fault localization (FL) is a critical process in software debugging
that involves identifying speci�c locations in a program’s source
code where bugs are present. Automated FL techniques help de-
velopers save time, particularly in large codebases, by accurately
pinpointing the code locations most likely to be responsible for the
target bug. In addition to aiding manual debugging, FL also plays a
pivotal role in automated program repair techniques by providing
information about potential fault locations [22], thus enabling the
1https://platform.openai.com/docs/guides/gpt/function-calling

generation of e�ective patches. Common FL technique families
include Spectrum-based FL (SBFL), Information Retrieval-based FL
(IRFL), and Mutation-based FL (MBFL) [34]. While SBFL techniques
are known to be the most e�ective as standalone techniques [41],
they require coverage data from both passing and failing tests.
Meeting this requirement poses a challenge, particularly in the
domain of large enterprise software, where coverage measurement
can have high computational costs [4, 9, 15]. Additionally, most FL
techniques lack a rationale or explanation in their output, limiting
their reliability and practicality in real-world debugging scenarios.
As Kochhar et al. [16] note, rationales for FL are crucial for bug
�xing and incorporating practitioners’ domain knowledge. A clear
rationale in FL enables developers to understand why a particular
location is identi�ed as the culprit for the bug, helping them make
informed decisions during the �xing process. Additionally, practi-
tioners expressed their desire to use the provided rationale to assess
the correctness of FL output based on their domain knowledge.

3 APPROACH

📁
💻 get_code_snippet

💻 get_comments

②

① ③

Stage 1 Stage 2

④ ⑤

Codebase

💻 get_class_covered

💻 get_method_covered
⛳

Coverage

max. N 
times

AutoFL
Algorithm

Language
Model

Figure 1: Diagram of A���FL. Each arrow represents a
prompt / response between components, with the circled
numbers indicating the order of interactions. Function invo-
cations aremade atmost N times, where N is a predetermined
parameter of A���FL.

In this paper, we introduce A���FL, a novel automated and
autonomous FL technique that harnesses LLMs to localize bugs in
software given a single failing test. As mentioned earlier, dealing
with large code repositories is a challenge for LLMs, but we tackle
this issue by equipping LLMs with custom-designed functions to
enable code exploration and relevant information extraction.

An overview of A���FL is depicted in Figure 1. We employ a
two-stage prompting process, where the �rst stage involves in-
quiring about the root cause of the given failure, and the second
stage requests output about where the fault location is. In the �rst
stage, 1 A���FL provides a prompt to the LLM containing failing
test information and descriptions of available functions for debug-
ging to LLM. 2 The LLM interacts with the provided functions
autonomously, to extract the information needed for the debugging
of the given failure. 3 Based on the gathered information, the LLM
generates an explanation about the root cause of the observed fail-
ure. In the second stage, 4 the user queries for the location of the
identi�ed bug, and 5 the LLM responds by providing the culprit
method (FL output). In doing so, we can explicitly acquire both the
Root Cause Explanation and Bug Location.

Kang, An, and Yoo

Figure 4: Most common function call sequence patterns in
successful and unsuccessful runs. The black square means
the LLM stopped calling functions at the next step.

Figure 5: Function call frequency by step over all �ve runs of
A���FL. The total length at each step decreases as A���FL
can stop calling functions at any step; e.g. about 400 A���FL
processes stopped calling functions after the �rst step.

to a conclusion (right). This indicates that a premature or overex-
tended debugging process can yield worse performance, as was
also suggested by the lower performance of the LLM+Test baseline.

We additionally provide the method call frequency at each step
for each bug in Figure 5. As instructed, on the �rst function call
step, A���FL always requests for the classes that are covered (blue).
In the next step, A���FL generally retrieves the methods that were
covered by the failing test, even though the LLM was not given
explicit instructions to do so. Finally, from Step 3 and onward,
A���FLmostly inspects the actual code of the repository via invok-
ing the get_code_snippet and get_comments functions. As the
graph shows, there is signi�cant variance in the average function
call length; for reference, the average number of function calls was
5.36 calls, and the standard deviation was 2.78 calls.

4.4 Qualitative Analysis
Finally, we present example runs from A���FL, one successful and
one unsuccessful. On the successful example, we present the han-
dling of A���FL locating the cause of the bug Math-30 from the
Defects4J benchmark, in which the failing test does not make it
clear what method is being tested (the buggy method name never
appears within the test). In this bug, the test shown in Listing 4 fails,
due to an integer over�ow issue when calculating the p-value in the

Listing 4: Failing test for Math-30.
1 @Test
2 public void testBigDataSet() throws Exception {
3 double[] d1 = new double[1500];
4 double[] d2 = new double[1500];
5 for (int i = 0; i < 1500; i++) {
6 d1[i] = 2 * i;
7 d2[i] = 2 * i + 1;
8 }
9 double result = testStatistic.mannWhitneyUTest(d1, d2);
10 Assert.assertTrue(result > 0.1); // error occurred here
11 }

Figure 6: Example run of A���FL on Defects4J Math-30.

calculateAsymptoticPValue function, which for brevity we refer
to as [CAPV] in this paragraph. Figure 6 shows a schematic of how
A���FL debugged the issue to �nd the buggy location. The function
call sequence of A���FL is presented in the left half of Figure 6.
Here, we see that A���FL inspected four di�erent functions in the
process of discerning which part of the repository was responsible
for the bug. After the �rst two function calls that provide infor-
mation about which parts of the repository were executed by the
failing test, based on the test code provided by the user message (as
in Listing 2), A���FL uses the code inspection function to look at
the code of the mannWhitneyUTest function, which was mentioned
within the test. In turn, this method calls three other methods, of
which two are subsequently inspected by A���FL: mannWhitneyU
and [CAPV]. After inspecting these methods in turn, A���FL once
more inspects the test method (Figure 6 (4)) and concludes that the
[CAPV] function is most likely to be the culprit of the bug, based
on the assertion and the expected behavior of the functions. In-
deed, the developer actually �xed this function to remove the bug.
Meanwhile, SBFL (Ochiai) could not rank this method on a high
level for two reasons: (i) as the test is not meant to test the buggy
method speci�cally, the coverage pro�le of the failing test does not
clearly specify a single method, and (ii) there are too few passing
tests that execute this part of the code to improve the accuracy of
SBFL in this situation. This example clearly shows that A���FL has
the potential to go deeper within software repositories to identify
which part of the code is likely to be causing an error, and that
it can provide meaningful FL results based on a single failing test
when other techniques struggle.

In addition to this, we present the explanation thatA���FLmade
for its debugging process of Math-30 in Listing 5. The explanation
starts by explaining what the test checks (Line 1), then summarizes
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the LLM suggests EqualsBuilder.append(Object, Object) as
the culprit, which matches the developer patch location.

3.3 Finalizing Fault Localization Results
To address the inherent variability of LLMs, we propose to repeat
the A���FL process ' times (' = 5 in our experiment). After the
repetitions, we consolidate these results into a single FL outcome.
It is worth noting that if there exist multiple failing tests, we use
distinct failing test cases for each run of A���FL. Speci�cally, if
there is just one failing test case, all iterations are conducted with
that speci�c test case. However, when there are several failing
test cases, we adopt a round-robin approach, selecting one failing
test case for each run to ensure the even distribution of iterations.
For clari�cation, if the number of failing test cases exceeds the
prede�ned maximum repetition count, ', we restrict our selection
to only ' failing test cases.

Given the ' predictions generated from A���FL, we aggregate
the outputs to drive a ranked list of suspicious methods. First, we
assign scores to the methods �agged as suspicious byA���FL based
on whether they appear in the �nal predictions generated from
the ' runs. Speci�cally, if a �nal prediction contains a total of =
methods, we give a score of 1/= to each of these identi�ed methods.
These individual scores are then combined across all ' predictions.
To illustrate, supposing that the �nal predictions are {m1, m2},
{m2}, {m2, m3}, {m3}, and {m2, m4} across 5 runs, the score for
method m2 would be calculated as: 0.5 + 1.0 + 0.5 + 0.0 + 0.5 = 2.5
In case of a tie in scores, we prioritize methods that appeared in
earlier predictions over others. For instance, in the given example,
the resulting ranked list would be [m2, m3, m1, m4].

Finally, if there are methods that are not part of the �nal A���FL
results but are covered by the failing test cases, we append them
to the end of the ranked list to ensure the list includes all methods
relevant to the failures. These methods are sorted in descending
order of the number of failing tests covering each method. To break
ties, we give priority tomethods that aremore frequentlymentioned
during the function interaction process of A���FL (Figure 1, 2 ),
based on the intuition that methods that are inspected by the LLM
or related to inspected methods are more likely to be faulty than
methods that were never observed in the debugging process.

4 RESULTS
We present the setup and results of our experiments.

4.1 Experimental Setup
To evaluate how well A���FL could reveal the fault location, we
used the widely-used real-world bug benchmark, Defects4J [11].
We select this benchmark as it has been the subject of multiple fault
localization studies [6, 7, 32], and in particular the comparative
empirical study of Zou et al. [41], which compared the fault localiza-
tion performance of various fault localization families: SBFL [1, 33],
MBFL [21, 24], slicing [29], using the stack trace (Zou et al. [41] pro-
pose predicting methods in the stack based on Schroter et al. [25]),
predicate switching [39], IRFL [40], and history-based fault local-
ization [14]. Of these, IRFL and history-based fault localization are
excluded, as they could not identify any true bug locations as the
most likely fault element in the evaluation of Zou et al. We also

introduce two additional baselines relevant to our work: (i) how
well the same LLM can identify bug locations without any function
calls, i.e. call budget=0 (the LLM+Test baseline), and (ii) SBFL using
only failing tests (the SBFL-F baseline). We con�ne our compar-
isons of A���FL to these standalone metrics to maintain fairness
by limiting the evaluations to unsupervised FL techniques only. As
A���FL does not involve any explicit learning process, we antici-
pate that its outcomes can also serve as a feature for learning-based
FL techniques that combine multiple FL results [19, 27, 37, 41].

Following Zou et al., we use �ve projects from Defects4J (Chart,
Closure, Lang, Math, Time) which together comprise 353 bugs
in total, excluding some bugs that were deprecated to problems
(e.g. problem duplication) in the Defects4J dataset. To make the
comparison fair, we used the research artifact that Zou et al. publicly
shared to derive rankings in an identical setting to ours, namely
using an ordinal tiebreaker instead of the average tiebreaker, and
removing four deprecated bugs from the Defects4J benchmark. For
evaluation, we use the acc@k metrics, which measure the number
of bugs for which any buggy code element was correctly localized
within the top : suggestions; the acc@k metric has the additional
bene�t that it is a closer measure to what developers expect from
FL [16]. As LLM-based FL techniques generate text as the �nal
output instead of pinpointing a location, this text must be matched
with existing methods within the repository. In this work, we check
if the class name, method name, and method arguments of a fault
method all match the predicted method to check if A���FL has
accurately found the fault location. For our experiments, we used
the gpt-3.5-turbo-0613 language model from OpenAI.

4.2 FL Performance

Table 1: A���FL and FL Technique Performance from Zou et
al. [41]

Family Technique acc@1 acc@3 acc@5

Predicate Switching 42 99 121

Stack Trace 57 108 130

Slicing (frequency) 51 96 119

MBFL MUSE 73 139 161
Metallaxis 106 162 191

SBFL
Ochiai 122 192 218
DStar 125 195 216

SBFL-F 34 66 78

LLM-Based LLM+Test 81 94 97
A���FL 149 180 194

The FL performance of A���FL is compared against seven base-
line techniques that showed non-zero performance per Zou et al.
The results of this comparison are presented in Table 1. We �nd
that A���FL could �nd the accurate bug location on its �rst choice
(acc@1) in 149 cases, and that it shows superior performance to
all standalone techniques that it was compared against, including
those from the previously identi�ed best fault localization family

Libro Reproduction Results 
(against of 750 Bugs)

AutoFL Evaluation Metric 
(against of 353 Bugs)



“Sounds like LLMs will solve all SE 
problems. Can we go home now?”



My (very personal) current attitude towards LLM…

• It is not probably reaching AGI anytime soon: in fact, I doubt a statistical 
language model can be a truly general intelligence (whatever that means!).


• BUT this parrot can do many interesting tricks (such as moving back and forth 
between code and natural language)! Why not make use of them, while 
maintaining a cautious, balanced skepticism?


• What can we do to tame the stochastic parrot?
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Code is a unique artifact because it executes. 
(And we’ve been doing dynamic analysis for a long time)
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Isn’t this testing? :)



Execution enabling self-consistency
LLM-based Bug Reproduction (Kang, Yoon & Yoo, ICSE 2023)
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Agency through NL > PL > NL
Yoon et al., ICST 2024 (https://arxiv.org/abs/2311.08649)
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Fig. 1. Overview of DROIDAGENT with a task example.

have struggled with detecting loading screens, often using
prolonged wait times after each action. The loading screen’s
presence can be identified by checking for loading messages or
icon resource identifiers, and we discovered that the LLMs we
used can quite effectively detect loading screens and decide to
wait. So, instead of a fixed long wait, we let the Actor decide
when to wait. The “back” action is for navigating back, and
the “end task” action allows the Actor to conclude the task
before the fixed max action limit (13 in our experiments).

3) Observing and summarising the outcome(s): The state
of GUI may change after taking an action. DROIDAGENT
updates its perception of a screen with a structured textual
representation (JSON). However, for the Actor to capture the
current task context, it needs to be informed about the outcome
of the previous action. We use a separate Observer agent to
summarise the pertinent outcome of an action based on a diff
of the prior and updated GUI states represented as multi-line
strings. This is because representing both the prior and updated
state would lead to long prompts that may confuse the LLM.

4) Self-critique: The Actor may not always choose the
desired action. Once Actor starts down a wrong path by
initiating an undesirable action, it becomes challenging to
“escape” from that incorrect exploration trajectory. Therefore,
besides offering action results as observations, we incorporate
an additional element called “self-critique” into the Actor
of DROIDAGENT. Periodically (after every three actions in
the experiments), the self-critique element generates feedback
based on the task execution history up to that point and the
current GUI state description. This involves a separate prompt,
which explicitly asks for both a review of the task execution
history and, if the Actor appears to be struggling, a suggested

workaround plan. The prompt is sent to a more advanced
model, GPT-4, while the “main” conversation querying the
next action is handled by GPT-3.5. Consequently, the gener-
ated critique is injected to the Actor’s prompting context for
selecting the next action.

C. Task Reflector

Once a task execution round finishes, either by the Actor
calling the “end task” function or reaching the maximum
action length limit, Reflector is activated to reflect on and
create a concise description of the results of trying to perform
the task (binary label indicating task success or failure as
well). The input to this process is the entire task execution
history including the self-critique and all observations from
the working memory, the current GUI state, and the ultimate
goal (from task planning). We instruct the Reflector to “derive
memorable reflections to help planning next tasks and to
be more effective to achieve the ultimate goal”. We found
that this elaborate reflection process can help avoid that the
overall system “forgets” useful knowledge acquired during
task execution, given that individual agents summarise their
knowledge. We also found that having different agents focused
on specific tasks also helps avoid that involved LLM instances
drifts from their purpose, i.e. starts hallucinating or straying
from their intended function.

D. Memory Retrieval Modules

1) Task Retriever: Long-term memory contains a history
of performed task, i.e. task-specific knowledge as well as
reflections on whether the task succeeded (indicates this task
is supported by the app) or not. DROIDAGENT uses the

Juyeon Yoon

(PhD Candidate)

Prof. Robert Feldt

(Chalmers)
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Secondary Executability

• “What about LLM-generated artefacts that cannot be directly executed, for 
example, documentation?”


• Exploiting NL↔︎PL capability, we can create opportunities for secondary 
execution, i.e., generate something executable out of the non-excutable!


• Caveat: this does add noise to the decision.



Bad Comments results in Bad Tests
Kang, Milliken & Yoo (https://arxiv.org/pdf/2406.14836)Identifying Inaccurate Descriptions in LLM-generated Code Comments via Test Execution

Figure 1: Comment factual accuracy by generating LLM.

Technique Welch’s t-test Point-Biserial Corr. [15]

DocChecker [5] 0.735 0.738
Deep-JIT [21] 0.207 0.246
GPT-3-NoCoT [17] 0.249 0.227
GPT-3-CoT 0.168 0.156
BLEU [22] 0.385 0.405
SentenceBERT [11] 0.177 0.163
CodeT5 [30] 0.669 0.657
CodeBERT [8] 0.254 0.275
CID [27] 0.747 0.748

Table 1: Statistical relationship (p-values) between existing
consistency models and factual accuracy of comments.

GPT-3, and a �fth of the comments from GPT-4 contained state-
ments that contradicted the written human intent of the method or
inaccurately described the behavior of the code. This shows it is
di�cult to entrust current-generation LLMs with comment genera-
tion at scale, as they are prone to inaccurately describing behavior
in a signi�cant portion of the generated comments.

Amanual evaluation of 540 LLM-generated comments shows they
are prone to generating inaccurate comments for Java methods.

2.2 Predicting Factual Accuracy of Comments
with Existing Work

In theory, code-comment consistency detection techniques should
be able to uncover a large portion of factual accuracy issues. To
test this, we measured whether there was a statistically signi�cant
relationship between the model output of nine di�erent baselines,
and the factual accuracy of GPT-3 generated comments which we
could unambiguously label (141 in total). The baselines are as fol-
lows: �rst, from code-comment consistency detection techniques,
we used Deep-JIT [21], DocChecker [5], and Li and Shin [17]. Deep-
JIT is a technique primarily focused on whether a comment should
be updated given a program patch, but they also report plain code-
comment consistency results in their ‘post hoc’ setting. As they do
not provide a trained model, we trained one anew with their public
code using their post hoc setting, and con�rm the accuracy is similar
to that reported within their paper. DocChecker is a recent state-of-
the-art technique that builds upon Deep-JIT. Li and Shin suggest
asking the LLM itself whether code and comments are inconsistent
(marked as GPT-3-NoCoT in Table 1); we additionally add a variant
of Li and Shin’s technique using Chain-of-Thought (CoT), which is
known to improve performance in LLM problem solving [31]. Sec-
ond, we evaluate whether similarity metrics can predict accuracy.

Figure 2: Diagram of error taxonomy for GPT-3 comments.

For the �rst two, BLEU [22] and SentenceBERT [23], we evaluate the
correlation between the generated comment accuracy and embed-
ding similarity of the human-written and generated comment. As
Haque et al. [11] �nd a correlation between SentenceBERT similar-
ity and ‘subjective’ correctness from humans, SentenceBERT allows
us to indirectly compare our ‘factual’ correctness labels with subjec-
tive correctness. For the latter two, CodeT5 [30] and CodeBERT [8],
we evaluate the correlation between the comment accuracy and
embedding similarity of the target method and generated comment,
as these models are trained on source code. Finally, we evaluate the
LLM-based inconsistency detection technique CID [27], which was
proposed to �nd inaccurate responses in question-answering tasks.

To check the signi�cance of the relationships, we use two tests.
First, we use the Welch’s t-test to evaluate whether a model’s out-
put is signi�cantly di�erent for accurate and inaccurate comments,
which would be a precondition for distinguishing accurate com-
ments. Second, we use the Point-Biserial correlation coe�cient,
which is a correlation metric used when one variable is dichoto-
mous (i.e. binary), as is the case in our accurate/inaccurate labels.

The results of this analysis are presented in Table 1. It is notable
that there was no statistically signi�cant relationship among the
multiple baselines that were tested. This suggests how di�cult it
is to automatically identify whether an LLM-generated comment
contains errors or not - none of the code-comment inconsistency
detection techniques, nor any of the LLM self-inspection techniques
proposed by the literature detected the problems, nor could existing
metrics such as BLEU and SentenceBERT reliably measure accuracy,
even with access to the ground truth document.

The output of existing techniques shows little relationship with
the factual accuracy of comments.

3 TAXONOMY AND EXAMPLES OF
INACCURACY PATTERNS

Until now, inaccurate comments have only been described in the
abstract. In this section, we detail the speci�c error patterns that
appear in LLM-generated comments by categorizing them, and
providing speci�c examples of erroneous comments to help un-
derstanding of this issue. In particular, we analyze the inaccurate
comments generated by GPT-3 labeled in the previous section. The
results of this analysis are presented in Figure 2, and are presented
in order of increasing severity of error.

The �rst type of error relates to inaccurately describing the
intent of the code, in which the intended use description of the
method is in con�ict with what the developer wrote. Accurately
generating comments that describe the intended use is particularly
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Amanual evaluation of 540 LLM-generated comments shows they
are prone to generating inaccurate comments for Java methods.

2.2 Predicting Factual Accuracy of Comments
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JIT is a technique primarily focused on whether a comment should
be updated given a program patch, but they also report plain code-
comment consistency results in their ‘post hoc’ setting. As they do
not provide a trained model, we trained one anew with their public
code using their post hoc setting, and con�rm the accuracy is similar
to that reported within their paper. DocChecker is a recent state-of-
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asking the LLM itself whether code and comments are inconsistent
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For the �rst two, BLEU [22] and SentenceBERT [23], we evaluate the
correlation between the generated comment accuracy and embed-
ding similarity of the human-written and generated comment. As
Haque et al. [11] �nd a correlation between SentenceBERT similar-
ity and ‘subjective’ correctness from humans, SentenceBERT allows
us to indirectly compare our ‘factual’ correctness labels with subjec-
tive correctness. For the latter two, CodeT5 [30] and CodeBERT [8],
we evaluate the correlation between the comment accuracy and
embedding similarity of the target method and generated comment,
as these models are trained on source code. Finally, we evaluate the
LLM-based inconsistency detection technique CID [27], which was
proposed to �nd inaccurate responses in question-answering tasks.

To check the signi�cance of the relationships, we use two tests.
First, we use the Welch’s t-test to evaluate whether a model’s out-
put is signi�cantly di�erent for accurate and inaccurate comments,
which would be a precondition for distinguishing accurate com-
ments. Second, we use the Point-Biserial correlation coe�cient,
which is a correlation metric used when one variable is dichoto-
mous (i.e. binary), as is the case in our accurate/inaccurate labels.

The results of this analysis are presented in Table 1. It is notable
that there was no statistically signi�cant relationship among the
multiple baselines that were tested. This suggests how di�cult it
is to automatically identify whether an LLM-generated comment
contains errors or not - none of the code-comment inconsistency
detection techniques, nor any of the LLM self-inspection techniques
proposed by the literature detected the problems, nor could existing
metrics such as BLEU and SentenceBERT reliably measure accuracy,
even with access to the ground truth document.

The output of existing techniques shows little relationship with
the factual accuracy of comments.

3 TAXONOMY AND EXAMPLES OF
INACCURACY PATTERNS

Until now, inaccurate comments have only been described in the
abstract. In this section, we detail the speci�c error patterns that
appear in LLM-generated comments by categorizing them, and
providing speci�c examples of erroneous comments to help un-
derstanding of this issue. In particular, we analyze the inaccurate
comments generated by GPT-3 labeled in the previous section. The
results of this analysis are presented in Figure 2, and are presented
in order of increasing severity of error.

The �rst type of error relates to inaccurately describing the
intent of the code, in which the intended use description of the
method is in con�ict with what the developer wrote. Accurately
generating comments that describe the intended use is particularly
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(we build up some Bayesian theory that says the probability 
of documentation being correct correlates with the number of 
passing tests generated based on the documents minus the 
number of failing tests generated based on the documents)
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Test Pass Rates Correlates with Doc Quality
Kang, Milliken & Yoo (https://arxiv.org/pdf/2406.14836)Identifying Inaccurate Descriptions in LLM-generated Code Comments via Test Execution

(a) Pass rate by accuracy, with 95%
con�dence intervals.

(b) ROC graph of correctness esti-
mator with actual correctness.

Figure 4: Relationship between comment accuracy and sug-
gested indicators.

5.2 Evaluation Details
For our study, we focused onwhether GPT-3 (gpt-3.5-turbo-0125)
could be used to evaluate comments that it generated itself. Thus,
the 141 unambiguously labeled comments and methods from Sec-
tion 2 were used as subjects for our experiment. We did so because
we wanted to provide a proof of concept that documentation testing
could work with a single LLM, and that it would not require a com-
plex setup. Unless speci�ed otherwise, we repeated experiments
�ve times to verify that our approach works consistently.

For RQ1, we report the average test passing rate, to verify our
starting assumption made in Section 2, and also in assessing the ef-
fectiveness of our prompting technique. We also use the correctness
estimator from Equation (13) in RQ1 to RQ3. We evaluate metrics
on the basis of the p-values for the Welch’s t-test and Point-biserial
correlation, as well as the ROC-AUC and the average precision
(AP) value of our approach; the ROC-AUC value is commonly used
to evaluate binary classi�ers as a general measure of predictive-
ness [7], while AP is suggestedwhen the classes are unbalanced [35].
ROC-AUC is 0.5 for a random classi�er, while AP depends; for both,
higher values are better. For RQ1, we additionally report the pro-
portion of accurate comments within a given estimator score range.
For RQ2, we additionally report the percentage of comments for
which at least one executable test was generated, as an indication
of how e�ective the prompting techniques were in providing useful
information to generate tests.F = 100 was used in RQ1 and RQ2.

6 RESULTS
This section outlines the results of experiments performed.

6.1 RQ1: Predicting Inaccuracies
This research question relates to whether generating and execut-
ing tests from comments helps distinguish accurate and inaccurate
comments. We �rst verify our assumption that the test pass rate
would be higher for factually accurate comments (Equation (1)).
Figure 4a shows the test pass rate by document type, averaged
over the �ve runs that we did. As presented in the graph, there
is a substantial and statistically signi�cant (? = 0.002) di�erence
in pass rate between accurate and inaccurate documents. As men-
tioned in Section 3, however, document testing is a concept most

Figure 5: ROC-AUC and AP values compared with baselines.
For our approach (blue), we present the mean value from �ve
runs, along with its 95% con�dence interval.

Figure 6: Comment accuracy by normalized estimator value
bin, shown with the 95% con�dence interval of each bin.

suited to revealing inaccurate descriptions of program behavior.
Given that, one would expect comments that inaccurately describe
the behavior of the code (those labeled lacking context or code
mischaracterization in Section 2) should have a greater di�erence.
Indeed, this is what we observe - the test pass rate for comments
that inaccurately describe the behavior of the code is even lower,
and the di�erence is more signi�cant (? < 10�4). As this is the
intended use case, we exclude the comments that are inaccurate for
other reasons in the remainder of our analysis.

Although there is a meaningful di�erence in test pass rate be-
tween accurate and inaccurate comments, recall we derived the
correctness estimator in Section 4.1, which would theoretically have
a direct correspondence with the likelihood of a document being
accurate according to Bayesian inference, unlike test pass rate. In
Figure 4b, we plot the ROC (receiver operating characteristic) curve
between our correctness estimator and actual comment correctness,
showing a robust relationship between the two. The statistical rela-
tionship between comment accuracy and our correctness estimator
is even stronger than in the test pass rate case - the point-biserial
correlation between the two is extremely unlikely to be due to
chance (? < 10�11), and the Welch’s t-test also yields a signi�-
cant di�erence for estimator value between correct and incorrect
comments (? < 10�9). We emphasize that no other baseline had
a statistical relationship with comment factual accuracy, whereas
our estimator shows a strong relationship.

In Figure 5, we compare the ROC-AUC and AP values of di�erent
predictors with the values achieved by document testing. Docu-
ment testing does the best in distinguishing correct comments from
inaccurate ones, as no other method comes within its 95% error
margins. Along with the signi�cant statistical relationships that we
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suited to revealing inaccurate descriptions of program behavior.
Given that, one would expect comments that inaccurately describe
the behavior of the code (those labeled lacking context or code
mischaracterization in Section 2) should have a greater di�erence.
Indeed, this is what we observe - the test pass rate for comments
that inaccurately describe the behavior of the code is even lower,
and the di�erence is more signi�cant (? < 10�4). As this is the
intended use case, we exclude the comments that are inaccurate for
other reasons in the remainder of our analysis.

Although there is a meaningful di�erence in test pass rate be-
tween accurate and inaccurate comments, recall we derived the
correctness estimator in Section 4.1, which would theoretically have
a direct correspondence with the likelihood of a document being
accurate according to Bayesian inference, unlike test pass rate. In
Figure 4b, we plot the ROC (receiver operating characteristic) curve
between our correctness estimator and actual comment correctness,
showing a robust relationship between the two. The statistical rela-
tionship between comment accuracy and our correctness estimator
is even stronger than in the test pass rate case - the point-biserial
correlation between the two is extremely unlikely to be due to
chance (? < 10�11), and the Welch’s t-test also yields a signi�-
cant di�erence for estimator value between correct and incorrect
comments (? < 10�9). We emphasize that no other baseline had
a statistical relationship with comment factual accuracy, whereas
our estimator shows a strong relationship.

In Figure 5, we compare the ROC-AUC and AP values of di�erent
predictors with the values achieved by document testing. Docu-
ment testing does the best in distinguishing correct comments from
inaccurate ones, as no other method comes within its 95% error
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• When sampling answers from an 
LLM, take multiple answers with 
high temperature.


• If there is an answer that has the 
majority among the sampled 
answers, it is more likely to be 
the correct one.

Self-Consistency
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LLM-Based Bug Reproduction
Kang, Yoon & Yoo (ICSE 2023)

aspects: some classify the sentences of a report into categories
like observed or expected behavior [19], while others only
reproduce crashes (crash reproduction) [6], [20]. We observe
that solving this problem requires good understanding of both
natural and programming language, not to mention capabilities
to perform deduction. For example, the bug report in Table II
does not explicitly specify any code, but a fluent user in
English and Java would be capable of deducing that when
both arguments are NaN, the ‘equals’ methods in ‘MathUtils’
should return false.

One promising solution is to harness the capabilities of pre-
trained Large Language Models (LLMs). LLMs are generally
Transformer-based neural networks [13] trained with the lan-
guage modeling objective, i.e. predicting the next token based
on preceding context. One of their main novelties is that they
can perform tasks without training: simply by ‘asking’ the
LLM to perform a task via a textual prompt, the LLM is often
capable of actually performing the task [11]. Thus, one point
of curiosity is how many bugs LLMs can reproduce given
a report. On the other hand, of practical importance is to be
able to know when we should believe and use the LLM results,
as noted in the introduction. To this end, we focus on finding
heuristics indicative of high precision, and minimize the hassle
that a developer would have to deal with when using LIBRO.

III. APPROACH
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Fig. 1: Overview of LIBRO

An overview diagram of our approach is presented in
Figure 1. Given a bug report, LIBRO first constructs a prompt
to query an LLM (Figure 1:(A)). Using this prompt, an initial
set of test candidates are generated by querying the LLM
multiple times (Figure 1:(B)). Then, LIBRO processes the tests
to make them executable in the target program (Figure 1:(C)).
LIBRO subsequently identifies and curates tests that are likely
to be bug reproducing, and if so, ranks them to minimize
developer inspection effort (Figure 1:(D)). The rest of this
section explains each stage in more detail using the running
example provided in Table II.

A. Prompt Engineering

LLMs are, at the core, large autocomplete neural networks:
prior work have found that different ways of ‘asking’ the LLM
to solve a problem will lead to significantly varying levels of
performance [21]. Finding the best query to accomplish the
given task is known as prompt engineering [22].

To make an LLM to generate a test method from a given
bug report, we construct a Markdown document, which is to be
used in the prompt, from the bug report: consider the example
in Listing 1, which is a Markdown document constructed from
the bug report shown in Table II. LIBRO adds a few distinctive
parts to the Markdown document: the command “Provide a
self-contained example that reproduces this issue”, the start
of a block of code in Markdown, (i.e., ���), and finally the
partial code snippet public void test whose role is to induce
the LLM to write a test method.

TABLE II: Example bug report (Defects4J Math-63).

Issue No. MATH-3701

Title NaN in “equals” methods

Description

In “MathUtils”, some “equals” methods will return true if
both argument are NaN. Unless I’m mistaken, this contradicts
the IEEE standard.
If nobody objects, I’m going to make the changes.

Listing 1: Example prompt without examples.
1 # NaN in "equals" methods

2 ## Description

3 In "MathUtils", some "equals" methods will return true if both argument

are NaN.

4 Unless I�m mistaken, this contradicts the IEEE standard.

5 If nobody objects, I�m going to make the changes.

6

7 ## Reproduction

8 >Provide a self-contained example that reproduces this issue.

9 ���
10 public void test

We evaluate a range of variations of this basic prompt.
Brown et al. [11] report that LLMs benefit from question-
answer examples provided in the prompt. In our case, this
means providing examples of bug reports (questions) and the
corresponding bug reproducing tests (answers). With this in
mind, we experiment with a varying number of examples,
to see whether adding more examples, and whether having
examples from within the same project or from other projects,
significantly influences performance.

As there is no real restriction to the prompt format, we
also experiment with providing stack traces for crash bugs
(to simulate situations where a stack trace was provided),
or providing constructors of the class where the fault is
located (to simulate situations where the location of the bug
is reported).

Our specific template format makes it highly unlikely that
prompts we generate exist verbatim within the LLM training
data. Further, most reports in practice are only connected to
the bug-revealing test via a chain of references. As such, our
format partly mitigates data leakage concerns, among other
steps taken to limit this threat described later in the manuscript.

B. Querying an LLM
Using the generated prompt, LIBRO queries the LLM to

predict the tokens that would follow the prompt. Due to the

1https://issues.apache.org/jira/browse/MATH-370
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Figure 2: Overlap analysis of bugs successfully localized by
the techniques on the �rst rank.

SBFL, while also showing comparable performance in acc@3 and
acc@5 as well. It is noteworthy that A���FL showed comparable
performance to standalone FL techniques that require more soft-
ware artifacts from the developer even though it only uses only
failing tests to identify the fault location. This is in contrast to
other FL techniques which require more software artifacts from the
developer, such as the SBFL techniques DStar and Ochiai, which
generally require passing tests for good performance. In addition,
we �nd that A���FL outperforms the LLM+Test baseline, which
does not retrieve information from the repository, by a substantial
margin (84.0% improved performance on acc@1). This indicates
that the function calls are meaningfully contributing to better FL
performance. Overall, our results indicate that A���FL provides
state-of-the-art standalone fault localization performance and that
these results are made possible by providing the LLM with tools to
explore a repository.

To investigate how SBFL performs using the same artifacts as
A���FL, we compare it against the SBFL-F baseline as well, which
uses only failing tests; we �nd SBFL-F performed substantially
worse than A���FL. Such results demonstrate that A���FL could
provide state-of-the-art FL performance even without a preexisting
test suite unlike existing techniques, underscoring the wide applica-
bility of A���FL. For example, Kang et al. [13] note that 42% of the
top starred Java repositories had no detectable JUnit test suite, and
thus would su�er from low SBFL performance even if a failing test
were provided. On the other hand, A���FL could provide strong
performance even without a pre-existing test suite.

While A���FL achieved better acc@1 performance than the
best previous automatic FL techniques, it may be providing correct
results in a similar set of bugs to existing techniques, in which case
the results of A���FL would be less interesting, and practically
provide little marginal value to a supervised FL technique [19, 27, 37,
41]. We verify that the set of bugs that A���FL correctly localizes
was substantially distinct from the best baseline SBFL technique,
DStar, as shown in Figure 2 (a); more than 40% of the bugs that
A���FL could successfully localize were not correctly localized on
the �rst rank by DStar. Indeed, even when compared to the set of
all baseline techniques that we used, 32 bugs could be uniquely
localized by A���FL (Figure 2 (b)), indicating that its performance
is indeed orthogonal to other techniques.

Figure 3: Performance as more run information is merged
together.

Finally, we present the results of aggregating multiple runs in
Figure 3. As the �gure shows, as the algorithm is rerun and more
results are merged, the performance of A���FL uniformly increases
over all : , signifying that repeat runs can re�ne the rankings and
suggest new locations that were overlooked by previous runs, and
thus improve the performance consistently. Furthermore, the perfor-
mance does not seem to have plateaued, suggesting that more runs
could further improve the performance. These results demonstrate
that our result aggregation algorithm (Section 3.3) is contributing to
improving performance, as a single run alone, while still better than
existing approaches on the acc@1 measure, performs substantially
worse than the merged results (�nding about 40 less locations ac-
curately). Merging can also help improve the precision of A���FL:
in our experiments, when all �ve runs agreed on a bug location,
the likelihood that that location was actually a bug location was
93.5%, suggesting the possibility that such features could be used to
assess the con�dence A���FL has in predictions made, and thereby
reduce developer hassle on false positives.

4.3 Function Call Patterns
In addition to investigating the performance of A���FL relative
to baselines, we inspect how the LLM identi�es fault locations
within the framework of A���FL. First, we analyze the represen-
tative function call patterns in both successful and unsuccessful
runs of A���FL, and present the results in Figure 4. The function
call pattern which had the greatest success rate went as follows:
which classes were covered was retrieved, then which methods
were covered in a class of interest, then three consecutive methods
were observed. A common success pattern was to similarly observe
the code and comments of a target method. It appears that after
such a con�rmation process, A���FL could successfully identify
that the retrieved method was indeed faulty. On the other hand,
when A���FL failed, A���FL either inspected multiple methods
seemingly with no aim until the call budget was met (left), or did
not retrieve any information outside of class coverage and jumped

Kang, An, and Yoo

the LLM suggests EqualsBuilder.append(Object, Object) as
the culprit, which matches the developer patch location.

3.3 Finalizing Fault Localization Results
To address the inherent variability of LLMs, we propose to repeat
the A���FL process ' times (' = 5 in our experiment). After the
repetitions, we consolidate these results into a single FL outcome.
It is worth noting that if there exist multiple failing tests, we use
distinct failing test cases for each run of A���FL. Speci�cally, if
there is just one failing test case, all iterations are conducted with
that speci�c test case. However, when there are several failing
test cases, we adopt a round-robin approach, selecting one failing
test case for each run to ensure the even distribution of iterations.
For clari�cation, if the number of failing test cases exceeds the
prede�ned maximum repetition count, ', we restrict our selection
to only ' failing test cases.

Given the ' predictions generated from A���FL, we aggregate
the outputs to drive a ranked list of suspicious methods. First, we
assign scores to the methods �agged as suspicious byA���FL based
on whether they appear in the �nal predictions generated from
the ' runs. Speci�cally, if a �nal prediction contains a total of =
methods, we give a score of 1/= to each of these identi�ed methods.
These individual scores are then combined across all ' predictions.
To illustrate, supposing that the �nal predictions are {m1, m2},
{m2}, {m2, m3}, {m3}, and {m2, m4} across 5 runs, the score for
method m2 would be calculated as: 0.5 + 1.0 + 0.5 + 0.0 + 0.5 = 2.5
In case of a tie in scores, we prioritize methods that appeared in
earlier predictions over others. For instance, in the given example,
the resulting ranked list would be [m2, m3, m1, m4].

Finally, if there are methods that are not part of the �nal A���FL
results but are covered by the failing test cases, we append them
to the end of the ranked list to ensure the list includes all methods
relevant to the failures. These methods are sorted in descending
order of the number of failing tests covering each method. To break
ties, we give priority tomethods that aremore frequentlymentioned
during the function interaction process of A���FL (Figure 1, 2 ),
based on the intuition that methods that are inspected by the LLM
or related to inspected methods are more likely to be faulty than
methods that were never observed in the debugging process.

4 RESULTS
We present the setup and results of our experiments.

4.1 Experimental Setup
To evaluate how well A���FL could reveal the fault location, we
used the widely-used real-world bug benchmark, Defects4J [11].
We select this benchmark as it has been the subject of multiple fault
localization studies [6, 7, 32], and in particular the comparative
empirical study of Zou et al. [41], which compared the fault localiza-
tion performance of various fault localization families: SBFL [1, 33],
MBFL [21, 24], slicing [29], using the stack trace (Zou et al. [41] pro-
pose predicting methods in the stack based on Schroter et al. [25]),
predicate switching [39], IRFL [40], and history-based fault local-
ization [14]. Of these, IRFL and history-based fault localization are
excluded, as they could not identify any true bug locations as the
most likely fault element in the evaluation of Zou et al. We also

introduce two additional baselines relevant to our work: (i) how
well the same LLM can identify bug locations without any function
calls, i.e. call budget=0 (the LLM+Test baseline), and (ii) SBFL using
only failing tests (the SBFL-F baseline). We con�ne our compar-
isons of A���FL to these standalone metrics to maintain fairness
by limiting the evaluations to unsupervised FL techniques only. As
A���FL does not involve any explicit learning process, we antici-
pate that its outcomes can also serve as a feature for learning-based
FL techniques that combine multiple FL results [19, 27, 37, 41].

Following Zou et al., we use �ve projects from Defects4J (Chart,
Closure, Lang, Math, Time) which together comprise 353 bugs
in total, excluding some bugs that were deprecated to problems
(e.g. problem duplication) in the Defects4J dataset. To make the
comparison fair, we used the research artifact that Zou et al. publicly
shared to derive rankings in an identical setting to ours, namely
using an ordinal tiebreaker instead of the average tiebreaker, and
removing four deprecated bugs from the Defects4J benchmark. For
evaluation, we use the acc@k metrics, which measure the number
of bugs for which any buggy code element was correctly localized
within the top : suggestions; the acc@k metric has the additional
bene�t that it is a closer measure to what developers expect from
FL [16]. As LLM-based FL techniques generate text as the �nal
output instead of pinpointing a location, this text must be matched
with existing methods within the repository. In this work, we check
if the class name, method name, and method arguments of a fault
method all match the predicted method to check if A���FL has
accurately found the fault location. For our experiments, we used
the gpt-3.5-turbo-0613 language model from OpenAI.

4.2 FL Performance

Table 1: A���FL and FL Technique Performance from Zou et
al. [41]

Family Technique acc@1 acc@3 acc@5

Predicate Switching 42 99 121

Stack Trace 57 108 130

Slicing (frequency) 51 96 119

MBFL MUSE 73 139 161
Metallaxis 106 162 191

SBFL
Ochiai 122 192 218
DStar 125 195 216

SBFL-F 34 66 78

LLM-Based LLM+Test 81 94 97
A���FL 149 180 194

The FL performance of A���FL is compared against seven base-
line techniques that showed non-zero performance per Zou et al.
The results of this comparison are presented in Table 1. We �nd
that A���FL could �nd the accurate bug location on its �rst choice
(acc@1) in 149 cases, and that it shows superior performance to
all standalone techniques that it was compared against, including
those from the previously identi�ed best fault localization family
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Why does this work?

• Wang et al.’s original intuition: “there are many reasoning paths to the correct 
solutions, but only one way to arrive at a specific incorrect solution”


• My first reaction: “surely there are infinite ways to arrive at a single incorrect 
solution!”


• My second reaction: “oh, it is probably assumed that the LLM is at least 
trying… that is, there are infinite total nonsense ways to arrive at a specific 
incorrect solution, but perhaps fewer ways to move from the question to a 
specific incorrect solution while trying to appear plausible”



Kang et al., Under Review

• Empirical evidence for my 
second reaction…?


• Too high a temperature —> too 
random sequence sampling —> 
not really trying to make sense 
—> self-consistency seems to 
break down…

Libro Journal Ext.
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TABLE 9: OpenAI model performance under prompts

Model GPT-0301 GPT-0613 GPT-0613
Prompt Prompt 1 Prompt 1 Prompt 2

Performance 164 72 168

50 tests. As LLMs tend to show similar performance for the
GHRB data which is likely not part of the training dataset
of any LLM, we suggest that LIBRO with general LLMs can
be used for novel bug reproduction.

Answer to RQ4-2: LLMs can still perform well for held-
out bugs; similarly to Defects4J, StarCoder shows the best
performance among the open-source models.

6.4.3 RQ4-3
While the LLMs of OpenAI are the most well-known and
show strong performance on a multitude of tasks [6], there
are few details known about the models, particularly start-
ing with the most recent model, GPT-4 [36], which did not
provide even basic details about the model such as model
size. Furthermore, OpenAI LLMs are regularly updated,
and thus pose a challenge for reproducibility in academic
research. For example, the LLM that was used in our initial
experiments, Codex (code-davinci-002), has since become
inaccessible to the public.

Comparing the OpenAI LLM models, gpt-3.5-turbo-
0301 achieved a similar performance of 164 bugs given 10
test generation attempts, but gpt-3.5-turbo-0613 achieved a
much worse performance than both of these models, only
reproducing 72 bugs under the same condition, as shown
in Table 9. Initially, such results may appear to represent a
shift in model performance, as has been suggested by Chen
et al. [18] which noted that the number of executable Python
scripts generated by ChatGPT had reduced. Inspecting the
results from gpt-3.5-turbo-0613, we find that gpt-0613 would
generate full test files instead of test methods, so that
the generated code could no longer be processed correctly
by our postprocessing pipeline. Modifying the prompt by
placing the examples in the system message and empha-
sizing the need to generate test methods instead of test
files, gpt-3.5-turbo-0613 could achieve similar performance
to its earlier version. Thus, it is difficult to conclude from
our data that ChatGPT has become “worse” over time, as
Chen et al. [18] argue. Rather, as noted by Narayanan and
Kappor [37], it highlights the risk when building services
on top of ChatGPT: its behavior can change at any time,
and thus postprocessing pipelines or prompts may need to
adapt without warning.

Answer to RQ4-3: Similarly to prior work, we observe
a change in ChatGPT behavior; in our case, ChatGPT
became less susceptible to few-shot learning, and our
post-processing pipeline which relied on a specific output
format failed.

6.4.4 RQ4-4
While Figure 6 compared the performance of LLMs trained
in different ways, we also make a comparison between

LLMs that are from the same family and were thus trained
in a similar manner, but are of substantially different size,
to demonstrate how LLM size can affect bug reproduction
performance. We plot the results of these experiments in
Figure 8a. As the graph shows, bug reproduction suddenly
becomes possible when using the 7B model for CodeGen2.
Such results are reminiscent of ‘emergent’ properties of
LLMs [38], in which LLM capabilities suddenly appear at
a certain model size, which makes LLM capabilities difficult
to predict prior to training. On the other hand, in the Incoder
family, even the 1B model can reproduce a certain amount
of bugs using our default prompt. Regardless of whether
the property is emergent, the results in Figure 6 show that
bug reproduction performance tends to increase as model
size increases.

Answer to RQ4-4: LIBRO performance improves as the
underlying LLM size increases; for CodeGen2, a sudden
appearance of reproduction capability is observed.

(a) Model Size (b) Temperature

Fig. 8: Evaluation of the influence of LLM configuration to
performance.

6.4.5 RQ4-5

Figure 8b shows the performance of LIBRO when using
StarCoder. As the graph shows, we find that the perfor-
mance was best when the temperature was 0.6, which was
similar to our initial setting of temperature=0.7. At tem-
perature=0.6, LIBRO-StarCoder could reproduce 127 bugs
when generating ten tests for each bug report. Looking at
each temperature, we find that at temperatures lower than
0.6, the LLM tends to generate identical or similar tests
for a given bug report, and thus does not reproduce more
bugs as more tests are generated. Meanwhile, for higher
temperatures, the coherence of the LLM-generated results
deteriorates, and thus increasingly less bugs are reproduced.
Indeed, while not shown in the graph, our experiments
when the temperature was set to 2.0 revealed that the
LLM would almost exclusively generate unparsable code,
indicating that setting the LLM to the right temperature is
important when achieving strong bug reproduction perfor-
mance.

Answer to RQ4-5: The performance of LIBRO-StarCoder is
optimized when the temperature is set to 0.6, which gets
a good balance between generation diversity and result
coherence.



Landscape Analysis
Fitness Landscape Analysis from Optimization Literature

• Fitness Landscape = [solution space]  
[fitness dimension]


• Optimization is essentially climbing up hills 
to get higher fitness


• What if we see LLM-based solution 
generation as an optimization process?


• What would be the landscape that 
results in self-consistency?

×



Landscape Analysis
Fitness Landscape Analysis from Optimization Literature

• With problems for which the self-
consistency works, I hypothesize that:


• The tallest hill is also the largest; there 
are multiple starting points and 
pathways to the top


• Smaller hills (=incorrect solutions) have 
smaller base area, resulting in fewer 
pathways to their top



Analyzing AutoFL Function Calls
(a VERY preliminary analysis, perhaps “I” am wrong not →)
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Performance Prediction

• “So taking more samples increases the performance, but it also costs more. 
Can I predict the performance of LLM based on the current sample size?”


• We Dr. Kang has applied Laplace estimator to LLM performance prediction of 
LIBRO and AutoFL: it estimates the probability of an event that has never 
happened


• Let  be the total number of problems we want to solve,  the number of 
successful answers when sampling  times. This leaves  unsolved 
problems.

N S(x)
x N − S(x)
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Laplace Estimator

• Originally, given that  is the number of successful attempts, and  a hyper 
parameter, it is defined as:


• , which becomes  when 


• Using , we redefine this as: 


• What can we do with this?

cs α

Lap(x, cs) =
cs + α
x + 2α

1
2

x = 0, cs = 0

p =
S(1)
N

Lap′￼(x, cs) =
cs + 2p
x + 2
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Laplace Estimator

• Suppose we are trying to solve  problems, out of which  were solved 
using  samples (=attempts). How many successful attempts do I get, if I take 

 more samples ( ) ?


• Remaining problems: 


• Per remaining problems, additional attempts: 


• For these attempts, the probability of success: 


•

N S(x)
x

x′￼ x′￼ > x

N − S(x)

x′￼− x

Lap′￼(x,0)

∴ E[S(x′￼)] − S(x) = Lap′￼(x,0) × (N − S(x)) × (x′￼− x)
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Laplace Estimator

(a) LIBRO (b) AutoFL [KAY23]

Figure 4: Performance Prediction. Lower Mean-squared error (MSE) is better.

each problem (1-step) for the bug reproduction problem (Figure 4a), the Laplace estimator shows
substantially lower error when predicting multiple steps into the future, and for the LLM-based fault
localization task in Figure 4b. We believe that this is because the Good-Turing estimator is agnostic
to the total number of problems in the benchmark, N .

While these results are promising, there is a long way to go for these estimators to be actually useful.
For one, we found it di�cult to come up with a reasonable confidence interval for these estimators, as
the naive versions that we tried (e.g. using a beta distribution to calculate the confidence interval) were
often inconsistent with the actual estimator values. Furthermore, while the prediction performance
demonstrated at the beginning of the section (Figure 3a) is striking and suggests that performance
estimation could be done even better, our current estimators tend to be further from the actual values,
as the MSE values and the graphs in Figure 4 show.

In summary, we argue that it is possible to predict the performance of LLMs on a benchmark as one
increases the number of samples per problem, and devise two estimators to that e↵ect. While they
show promising initial performance, key limitations such as a lack of confidence intervals are places
where these estimators need to improve.

5 Conclusion

We have discussed an assortment of LLM phenomenons and our initial attempts to understand them
as a natural consequence of the nature of LLMs. While the ideas are somewhat vague, we present
them in the hopes that we can further develop them towards a deeper understanding of the strengths
and limitations of LLMs, and to help researchers and practitioners use LLMs in a more productive
and predictable manner.
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Conclusion

• Healthy skepticism about LLMs required (personal belief).


• “We achieved metric X value Y with the biggest LLM so far” gets boring.


• Still too big to treat as a white box, but I believe there are analyses and 
modeling we can do.



William Shakespeare, aka, the Bard 
 
Taming of a shrew


(말괄량이 길들이기)


