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5차년도 상반기
•  양방향 탐색 기반 프로그램 합성 가속화 방법 연구 

 고성능 합성기들 다수 양방향 탐색전략 사용 중 

•  양방향 탐색기반 합성 가속화 

 LLM의 오답을 힌트로 활용 — 함수형언어 합성 문제에 적용 (조한결, 이제형)

 요약해석을 통한 탐색 순서 결정 — 표준(SyGuS) 합성 문제에 적용 (서울대 이도윤)

•  결과

 LLM과 합성기 모두 못푸는 문제 다수 해결 

 SOTA SyGuS 합성기들보다 우위의 성능 달성
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합성을 위한 두 탐색 전략

하향식 상향식

• 빈 프로그램에서 시작, 구멍을 점차 채움

• 싹수없는infeasible 프로그램 조기 제거

• 작은식들을 조합, 점차 큰 프로그램 생성

• 실행결과가 같은 중복redundant 식들 제거 

(observational equivalence pruning)

Same  
outputs 
(wrt input  
  examples)

Same  
outputs

??1 + ??2
x

3 + ??2

. . .
??1 + (??2 + ??3)

??

function f x = ?? (spec: 0 ⟼ 0, 1 ⟼ 2)
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양방향 탐색 전략
•  하향식으로 뼈대 생성 + 상향식으로 구멍을 채울 식 생성†

 싹수없는 뼈대 제거 + 중복되는 식 제거

•  다양한 합성기가 사용중 (Duet[POPL’21], Simba[PLDI’23], Flashfill++[POPL’23], Synthphonia[PLDI’25])

†Woosuk Lee, Combining the Top-Down Propagation and Bottom-Up Enumeration for Inductive Program Synthesis, POPL’21
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양방향탐색 (문법 G, 스펙 ￼ )


1 :   ￼ 

2 :   repeat 

3 :           C := 부품식추가(G, C) 

4 :           Q := { ￼  } 


5 :            while Q ￼  do 

6 :                    P := 후보선택(Q) 

7 :                     if P 만족 ￼  then return P 

8 :                     if P 싹수없음 then continue

9 :                     h := 구멍선택(P)

10:                     Q := Q  구멍채우기P(h, G, C)

11 :            done

12:  until 시간제한 초과

Φ

C := ∅

□

≠ ∅

Φ

∪

일반적인 양방향탐색 기반 
합성 알고리즘
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양방향탐색 (문법 G, 스펙 ￼ , LLM 오답 ￼ )


1 :   ￼ 

2 :   repeat 

3 :           C := 부품식추가(G, C, ￼ ) 


4 :           Q := { ￼  } 


5 :            while Q ￼  do 


6 :                    P := 후보선택(Q, ￼ ) 


7 :                     if P 만족 ￼  then return P 

8 :                     if P 싹수없음 then continue

9 :                     h := 구멍선택(P)

10:                     Q := Q  구멍채우기P(h, G, C)

11 :            done

12:  until 시간제한 초과

Φ PLLM

C := ∅

PLLM

□

≠ ∅

PLLM

Φ

∪

LLM 오답과 비슷한 부품식 추가

LLM 오답과 비슷한 후보 
먼저 탐색

LLM 오답을 이용한 탐색 안내 
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양방향탐색 (문법 G, 스펙 ￼ )


1 :   ￼ 

2 :   repeat 

3 :           C := 부품식추가(G, C) 

4 :           Q := { ￼  } 


5 :            while Q ￼  do 

6 :                    P := 후보선택(Q) 

7 :                     if P 만족 ￼  then return P 

8 :                     if P 싹수없음 then continue

9 :                     h := 구멍선택(P)

10:                     Q := Q  구멍채우기P(h, G, C)

11 :            done

12:  until 시간제한 초과

Φ

C := ∅

□

≠ ∅

Φ

∪

가지치기 효과 극대화 시키는 
방향으로 구멍 선택

요약해석을 통한 채울부분
선택순서 도출



LLM 오답을 이용한 양방향탐색 안내
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예제 문제
• 두 정수 리스트를 받아서, 각 인덱스 마다 원소들을 비교하여 더 큰 것들의 합을 반환하는 
함수 만들기. 리스트 길이가 다를 경우, 더 긴 리스트의 나머지 부분을 결과에 더해서 반환

• 입출력 예제:  
  [ ]       [ 0 ]        ->  0 
 [1, 2, 3] [0, 1]       ->  6 
 [1, 2]    [0, 4, 2, 3] ->  10  
  … 


• SOTA 합성기들 모두 2분내 합성 실패
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.

3

정답



•  GPT-4o-mini 사용. 틀릴 경우 피드백 제공. 3회까지 기회주기 

•  그럼에도 오답 생성

LLM에 질의
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.

3

LLM오답



•  전체적인 구조 유사

•  정답의 중요부분이 그대로 존재하거나, 약간 다르게 존재

틀렸지만 유용
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.

3

match 구조 유사

정답에 존재하는 식



전체 개요

￼12

1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

33

34

35

36

37

38

39

40

41

42

43

44

45

46

47

48

49

50

51

52

53

54

55

56

57

58

59

60

61

62

63

64

65

66

67

68

69

70

71

72

73

74

75

76

77

78

79

80

81

82

83

84

85

86

87

88

89

90

91

92

93

94

95

96

97

98

99

100

101

102

103

104

105

106

107

108

109

110

111

112

113

114

115

116

Distance-Guided Search in Program Synthesis with Imperfect
LLM Solutions
Anonymous Author(s)

Abstract
Search-based program synthesis systematically explores a space
of programs to �nd one that satis�es a given speci�cation. While
e�ective for small programs, it struggles with scalability due to
the combinatorial explosion of the search space. In contrast, large
language models (LLMs) can generate large programs but often
produce solutions that are incorrect or fail to meet the speci�cation.
We propose a novel distance-guided search algorithm that lever-
ages imperfect LLM-generated programs to guide both top-down
and bottom-up synthesis. Using an anti-uni�cation-based distance
metric, we prioritize candidates in the top-down search that are
structurally similar to the LLM output. For bottom-up synthesis,
we generate components close to subexpressions of the LLM so-
lution while preserving completeness and pruning e�ciency. We
implement our approach atop T���, a bidirectional synthesizer for
recursive functional programs, and evaluate it on 80 synthesis tasks.
Our results show that distance-guided search e�ectively combines
the strengths of LLMs and search-based methods, solving tasks
beyond the reach of either technique alone.
ACM Reference Format:
Anonymous Author(s). 2025. Distance-Guided Search in Program Synthesis
with Imperfect LLM Solutions. In . ACM, New York, NY, USA, 11 pages.
https://doi.org/10.1145/nnnnnnn.nnnnnnn

1 Introduction
Search-based program synthesis automatically constructs programs
from speci�cations such as input-output examples or logical con-
straints. It has been applied successfully to tasks including data
wrangling [1, 2], invariant inference [3], program optimization [4],
end-user programming [5], and security [6]. While highly e�ective
for small programs over domain-speci�c languages (DSLs), its scal-
ability is limited due to the combinatorial explosion of the search
space.

In contrast, large language models (LLMs) have demonstrated
remarkable scalability in generating large programs by predicting
code directly from speci�cations. However, this scalability comes
at the cost of reliabilityâĂŤLLM-generated programs often fail to
satisfy the speci�cation, particularly when targeting unfamiliar
DSLs.

The complementary strengths and weaknesses of search-based
synthesis and LLMs have motivated research that integrates the
two [7–11]. Search-based synthesis ensures semantic correctness,
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for pro�t or commercial advantage and that copies bear this notice and the full citation
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and/or a fee. Request permissions from permissions@acm.org.
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© 2025 Copyright held by the owner/author(s). Publication rights licensed to ACM.
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Figure 1: Overview of our distance-guided search algorithm.

while LLMs o�er expressive power. In such approaches, the synthe-
sizer de�nes the DSL as the target language, and the LLM generates
candidate programs in this DSL. Even if the LLM-generated solu-
tion is incorrect, it often contains useful structural hints and can
be used to guide the search by prioritizing candidates close to the
LLM output – under the hypothesis that the correct program lies
in its vicinity.

However, existing LLM-guided synthesis methods face two limi-
tations.

First, they lack a mechanism to adjust the level of con�dence
in the LLM-generated solution. Existing approaches make one of
two assumptions: either (1) the LLM output is mostly correct and
can be directly reused without modi�cation, or (2) it is largely
incorrect but informative enough to train a surrogate model (e.g., a
probabilistic grammar) that indirectly guides synthesis. There is no
middle ground that allows �exible use based on con�dence. Ideally,
we would use the LLM output directly when con�dent and use it
more loosely – e.g., as a search heuristic – when less certain.

Second, priormethods typically support only top-down or bottom-
up synthesis, not both. Top-down synthesis starts with a partial
programwith missing parts (holes) and incrementally �lls the holes,
while bottom-up synthesis composes programs from smaller ex-
pressions. Each has strengths and weaknesses, and bidirectional
synthesis – used in various systems [1, 12–15] – has proven e�ec-
tive. In bidirecioal synthesis, the top-down search generates partial
program candidates with holes, while the bottom-up search gener-
ates components that can be used to �ll in the holes in the partial
program candidates. A uni�ed LLM-guided approach supporting
both strategies is thus desirable.

In this paper, we propose a novel distance-guided search algo-
rithm that leverages imperfect LLM solutions to guide both top-
down and bottom-up synthesis. As shown in Fig. 1, given a synthesis
task that cannot be easily solved by a synthesizer, we �rst use an
LLM to generate a candidate solution. If it fails to satisfy the speci�-
cation, we provide counterexamples and request a revised solution.
After a few iterations, if the LLM still fails, we use its output to
guide the search.

1



하향식 탐색 가이드
• 공통패턴 뽑기anti-unification: 두 프로그램의 공통부분만 남기고 불일치되는 부분을 변수로

• 프로그램 A와 LLM오답 사이 거리: LLM오답에서 패턴 변수에 해당하는 부분 크기의 합

• 거리가 짧은 순으로 후보 프로그램들 탐색 — 구멍은 특별히 취급 (어떤 프로그램도 될 수 있음)

• 복잡도 ￼  으로 ￼  이상의 복잡도의 문자열/트리수정거리 보다 많은 후보 탐색에 유리O(n) O(n2)
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.
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Anti-uni�cation is a process that generalizes two programs by re-
placing their mismatched parts with variables and leaving only
common parts. For example, the anti-uni�cation of the LLM solu-
tion in Fig. 2b and the correct solution in Fig. 2a is as follows:

let rec f x y =

match x with

| [] ->

match y with

| [] -> 0

| n2 :: rest2 -> X
| n1 :: rest1 ->

match y with

| [] -> Y
| n2 :: rest2 -> Z

whereX, Y, and Z are variables that represent the mismatched parts
(often called pattern variables). Then, the distance from program
P1 to another program P2 is de�ned as the size of the expressions
in P1 corresponding to the pattern variables X, Y, and Z (i.e., the
mismatched parts in P1), which is measured by the number of nodes
in the abstract syntax tree (AST) of the expressions.

A complication that arises here is that partial program candidates
generated by the top-down search may have holes in contrast to
the LLM solution, which is a complete program. Because holes
are not concrete expressions, they cannot be directly compared
with expressions in the LLM solution. To address this, we deal with
holes by treating them as placeholders that can be �lled with any
expression. For example, the anti-uni�cation of the partial program
in Listing 1 and the LLM solution in Fig. 2b is the partial program
itself. Because we optimistically assume that the holes can be �lled
in a way that minimizes the distance to the LLM solution, the holes
are not replaced with pattern variables in the anti-uni�cation.

During the top-down search, we use the distance metric to pick
a candidate that is most similar to the LLM solution among can-
didates to be explored next. This way, we can guide the search to
explore candidates that are structurally similar to the LLM solution
�rst, which is likely to lead to a correct solution. In addition to
preserving the common structure, another important bene�t of
this anti-uni�cation-based metric is that it can be done e�ciently
with a linear time complexity with respect to the size of programs
being compared, which is crucial for our purpose since millions of
candidates are explored during the top-down search.

Similarity-BasedGuidance forBottom-Up Search. In the bottom-
up search, we guide the search to generate components that are
similar to the LLM solution.

We de�ne a similar component as a component having an edit
distance to a subexpression of the LLM solution that is smaller than
a user-provided threshold � . This threshold controls how con�-
dent we are about the LLM solution being correct. The distance is
measured by the anti-uni�cation-based distance metric described
above.

Unfortunately, how to apply the observational equivalence prun-
ing while generating only similar components is not straightfor-
ward. Suppose we perform the bottom-up search as usual with only
di�erence that we discard any components that are not similar to
the LLM solution. Then, the search may discard a component that

may be used to construct a larger component that is similar to the
LLM solution. For example, suppose � is set to 1 (meaning that we
only generate components that appear in the LLM solution) and we
enumerate the component 0. The LLM solution has a subexpression
0. Therefore, the edit distance of 0 is 0, which is smaller than the
threshold � . Then, the component 0 is kept. Next, we enumerate
the component n2. n2 is discarded because it is observationally
equivalent to 2. Then, we never be able to construct compare n1

n2 but just compare n1 2 because n2 is discarded. compare n1 2

has an edit distance of 1 because the closest subexpression of the
LLM solution is compare n1 n2, which has an edit distance of 1
from compare n1 2. Thus, we cannot construct compare n1 n2

that should have been generated by the bottom-up search because
its edit distance is smaller than the threshold � .

To address this issue of search incompleteness, we propose a
new bottom-up search algorithm based on the notion of pareto
optimality. We �rst extract all subexpressions of the LLM solution:
[0, n2, n1, x, y, . . .] and whenever we enumerate a component, we
compute edit distances of the component to all subexpressions of
the LLM solution. For example, for the component n2, the list of
edit distances to the subexpressions is [1, 0, 1, 1, 1, . . .] and for the
component 0, the list of edit distances is [0, 1, 1, 1, 1, . . .]. When we
enumerate a component, we keep it not only when it is unique (i.e.,
no other component is observationally equivalent to it), but also
when it is pareto optimal with respect to the list of edit distances.
A component is pareto optimal if there is no other component that
has a smaller edit distance to all subexpressions of the LLM solution.
For example, n2 is kept because even though it is observationally
equivalent to 0, since there is no other component that has a smaller
edit distance to all subexpressions of the LLM solution.

This way, we can ensure that the search never misses a compo-
nent that is similar to the LLM solution while enjoying the bene�ts
of the observational equivalence pruning, which we have formally
proved in the paper.

With the incorrect LLM solution and the top-down and bottom-
up search guidance methods, we can successfully synthesize a cor-
rect solution within 6 seconds.

3 Problem De�nition
In this section, we de�ne the problem of guiding program synthe-
sis with incorrect LLM solutions. We �rst introduce preliminary
concepts and then de�ne a generic program synthesis algorithm
based on top-down search and bottom-up search, which is often
called bidirectional search. Lastly, we de�ne the problem of guiding
this algorithm with LLM solutions.

3.1 Preliminaries
Terms. A signature � is a set of function symbols each of which
has an arity (number of arguments). A constant is a special function
symbol of arity 0 (i.e., a nullary function symbol). Let V be a set of
variables. A term over � andV is inductively de�ned; a variable is a
term, a constant symbol is a term, and if f 2 � is a function symbol
of arity n and t1, . . . , tn are terms, then f (t1, . . . , tn ) is also a term.
The size of a term is the number of function symbols and variables
in it, andwe use |t | to denote the size of a term t . We use subterms(t)
to denote the set of all subterms of a term t (including t itself). We
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(a) A solution to the synthesis speci�cation

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2 + (f [] rest2)

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1 + (f rest1 [])

10 | n2 :: rest2 ->

11 match (compare n1 n2) with

12 | EQ -> n1 + (f rest1 rest2)

13 | GT -> n1 + (f rest1 rest2)

14 | LT -> n2 + (f rest1 rest2)

(b) Incorrect solution generated by an LLM

1 let rec f x y =

2 match x with

3 | [] ->

4 match y with

5 | [] -> 0

6 | n2 :: rest2 -> n2

7 | n1 :: rest1 ->

8 match y with

9 | [] -> n1

10 | n2 :: rest2 ->

11 (compare n1 n2) + (f rest1 rest2)

12

13

14

Figure 2: Motivating example of our method. Incorrect lines in the LLM solution are highlighted in red.

ExistingBidirectional Search-Based Synthesis. Apopular ap-
proach to search-based program synthesis is to use a bidirectional
search algorithm [1, 12–15] that alternates between top-down and
bottom-up search.

In the top-down search, the algorithm starts from an incomplete
program with holes representing missing parts of the program,
and gradually �lls the holes with subexpressions or more concrete
partial programs. During the search, input-output examples that
should be satis�ed by holes are inferred and used to guide the
search. For example, in the top-down search for the above problem,
the algorithm starts with a program skeleton such as

let rec f x y = ⇤

and re�nes the hole with a more concrete program such as

Listing 1: Example of partial program candidate
let rec f x y =

match x with

| [] -> ⇤1
| n1 :: rest1 -> ⇤2

and infers input-output examples that should be satis�ed by the
hole ⇤1 as [] [0] -> 0 and by the hole ⇤2 as [1, 2, 3] [0,

1] -> 6. Then, each hole is further re�ned with another partial
program with generating new holes associated with inferred input-
output examples, or with a complete subexpression that satis�es
the input-output examples, which is generated by the bottom-up
search that will be described next. In addition to this re�nement,
the top-down search also often prunes infeasible candidates that
cannot satisfy the speci�cation no matter how the holes are �lled.

The important aspect of the top-down search is that how to
pick candidates for further re�nement is crucial for the e�ciency
of the search. To tame the large search space, there have been
various approaches to explore promising candidates �rst, such as
using heuristics based on syntactic features of candidates [12, 22]
or statistical models [23–25].

In the bottom-up search, the algorithm starts from the smallest
expressions such as constants and variables and constructs larger

expressions by combining smaller expressions. For example, in
the bottom-up search for the above problem, the algorithm starts
with constants such as [] and 0, variables such as f and x, and
constructs larger expressions such as (f x []) by combining
smaller expressions. The generated expressions are used to �ll the
holes in partial programs generated by the top-down search.

The important aspect of the bottom-up search is that redundant
expressions are pruned using the observational equivalence rela-
tion, which is a relation that two expressions are equivalent if they
produce the same output for all input examples. For example, let
variable n2 denote the �rst element of the list y. Then, the expres-
sions 0 and n2 are observationally equivalent because they produce
the same output for all input examples (n2 always evaluates to 0
since the �rst element of the second input list is 0 in every case).
When n2 is generated after 0 is generated, the algorithm discards
n2. In this manner, only one representative for each observational
equivalence class is kept, which signi�cantly reduces the number of
expressions to be considered in the bottom-up search. This pruning
is crucial for the e�ciency of not only the bottom-up search, but
also the top-down search by reducing the number of component
expressions that can be used to �ll holes.

How the top-down and bottom-up searches interplay in the
bidirectional search is various. For example, they may run in paral-
lel [15] or the bottom-up search is �rst run to generate components
and then the top-down search is run to �ll holes with the generated
components [12, 13].

Based on the observations on the LLM solution, we propose a
distance-guided search algorithm that guides both the top-down
and bottom-up search with the LLM solution.

Anti-Uni�cation-BasedDistanceMetric forGuidingTop-Down
Search. Since the LLM’s incorrect solution often contains a cor-
rect overall structure despite some details being incorrect, we guide
the top-down search to prioritize candidates having a similar struc-
ture to the LLM solution.

To this end, we use a distancemetric based on anti-uni�cation [26]
that can measure the structural similarity between two programs.
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상향식 탐색 가이드
•  LLM 오답의 부분표현식들 중, 수정거리가 𝛿 미만인 것이 있는 표현식들 생성

𝛿 : LLM에 대한 믿음의 정도 (낮을수록 LLM오답이 정답에 가까울거라 믿음)

•  중복 표현식 제거 시 수정거리가 𝛿 미만인 식을 생성하지 못하는 경우 발생

예: 𝛿 = 1인 상황 (n1, n2 가 각각 첫째 둘째 인자 리스트의 첫원소를 지칭,  

     ~k : LLM오답의 부분표현식 중 가장 유사한 것과의 수정거리가 k)

￼14

n20

Same  
outputs

n1compare

compare n1 0

~0 ~0 ~0 ~0

~1

0과 중복

수정거리 𝛿 초과 compare n1 n2 수정거리 𝛿미만 
임에도 생성못함



상향식 탐색 가이드
•  상향식 나열 중 LLM오답의 모든 부분표현식들과의 수정거리 리스트 계산

LLM오답의 부분표현식들: [0, n2, n1, x, y, …]

n2의 수정거리 리스트: [1, 0, 1, 1, 1, …]

n1의 수정거리 리스트: [1, 1, 0, 1, 1, …]

•  중복된 표현식이라도 (즉, 이미 생성된 다른 표현식과 출력이 같더라도) 수정거리 리스트가 파레토 
최적이면 제거하지 않고 더 큰 표현식 조립을 위해 사용

수정거리 리스트 L1, L2 에 대해, 모든 L1 원소가 같은 위치의 L2 원소이하면 L1 ≤ L2 

어떤 표현식 e에 대해서, 지금까지 나열된 다른 표현식들의 수정거리 리스트 중 e의 것
이하인 수정거리 리스트를 가진 것이 없다면 e는 파레토 최적

￼15



실험
•  재귀호출 합성기 Trio 위에 구현, 80개 문제 대상

기존 문제 60개 + 새로 만든 어려운 20개 문제

•  세팅  

1초 Trio 돌려보고 못풀면 LLM에 질의

LLM이 오답 생성 시 틀린부분 지적해주며 재생성 요구 (3번까지)

끝내 LLM이 정답 생성 못할 경우, 3번 시도 중 가장 괜찮은 오답으로 탐색 가이드

•  LLM 모델 : GPT-4o-mini (경량), 4o, o3-mini (추론)

￼16



실험

•  성능비교
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tasks, respectively. On the other hand, G����S�� with 4o-mini,
4o, and o3-mini solves 73, 76, and 79 tasks respectively, showing
that G����S�� is always better than LLM�O��� and U������� no
matter which LLM is used. Interestingly, the number of solved tasks
by G����S�� is proportional to the power of the LLMs used, show-
ing that G����S�� bene�ts from the quality of the LLM solutions.
Compared to U�������, G����S�� solves 5, 8, and 11 more tasks
with 4o-mini, 4o, and o3-mini, respectively.

Methods Models # Solved # LLM Calls Time (Avg.)

LLM�O���
4o-mini 49 157 1.963
4o 63 137 1.645
o3-mini 70 147 16.983

G����S��
w/ 4o-mini 73 157 3.127
w/ 4o 76 137 2.359
w/ o3-mini 79 147 8.942

U������� 68 3.674

Table 1: Evaluation of LLM-Guided and Baseline Methods.
All times are in seconds.

Figure 3: Comparison between G����S��, LLM�O���, and
U�������

Fig. 3 shows the cactus plot showing the cumulative solving time
of each synthesizer, with the x-axis representing the number of
problems solved and the y-axis representing the cumulative solving
time in seconds. The closer the line is to x-axis, the better the syn-
thesizer is. The plot shows that G����S�� with LLMs outperforms
LLM�O��� in terms of not only the number of solved tasks but
also the solving time. This performance gain is due to the synergy
between the synthesizer and LLMs: easy tasks are solved quickly
by the synthesizer, while hard tasks are asked to the LLMs. When
LLMs fail, our guided synthesizer can still solve the vast majority
of the tasks using their incorrect solutions. G����S�� also out-
performs U������� similarly with the exception of o3-mini with

which G����S�� is slightly slower than U�������. This is because
of the long response time of o3-mini.

Answer to Q1: Our approach is e�ective in guiding program
synthesis across di�erent LLMs. It enables to solve more tasks than
the synthesizer alone and the LLMs alone, no matter which LLM is
used.

8 Ablation Study
We evaluate how much bene�t G����S�� gains from the top-down
and bottom-up guidance methods. The result is summarized in Ta-
ble 2. When we use only the top-down guidance method, compared
to U�������, G����S�� solves 2, 4, and 9more tasks with 4o-mini,
4o, and o3-mini, respectively. When we use only the bottom-up
guidance method, G����S�� solves 5, 8, and 11 more tasks with
4o-mini, 4o, and o3-mini, respectively. When we use both guidance
methods, G����S�� solves 5, 8, and 11 more tasks with 4o-mini,
4o, and o3-mini, respectively.

Answer to RQ2: Both of the guidance methods are crucial for
the performance of G����S��, and the synergy between the two
guidance methods is e�ective in solving more tasks.

Methods # Solved

4o-mini 4o o3-mini

U������� 68 68 68
+ Top-Down Guidance 70 (" 2) 72 (" 4) 77 (" 9)
+ Both Guidance 73 (" 5) 76 (" 8) 79 (" 11)

Table 2: Ablation Study of Guidance Methods.

9 Other Possible Alternatives
In this section, we evaluate howG����S�� performs if it is equipped
with other possible alternative guidance methods to justify our
design choices.

To see if the anti-uni�cation-based distancemetric is cost-e�ective,
we compare G����S��with a variant of G����S��-RTED that uses
the distance metric based on RTED [27], a well-known algorithm
for tree edit distance. The worst-case time complexity of RTED is
O(n3) whereas our method has a worst-case time complexity of
O(n) (n is the size of the two trees). On the other hand, RTED is
more accurate than our method in measuring the distance between
two trees.

Using GPT-4o-mini and GPT-4o, G����S��-RTED solves 62 and
70 tasks respectively, whereas G����S�� solves 73 and 76 tasks re-
spectively. Given that U������� solves 68 tasks, G����S��-RTED
leads to worse performance than U������� in the case of GPT-4o-
mini. Therefore, we con�rm that our anti-uni�cation-based method
strikes a good balance between accuracy and e�ciency, and is
e�ective in guiding synthesis.

Next, to see if the previous methods for guiding synthesis with
LLMs are also e�ective in our setting, we compare G����S�� with
a variant of G����S��-PCFG that uses a probabilistic context-free
grammar (PCFG) trained on the LLM-generated solutions. As done
in [7, 10], we ask the LLM to generate 100 solution candidates for
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tasks, respectively. On the other hand, G����S�� with 4o-mini,
4o, and o3-mini solves 73, 76, and 79 tasks respectively, showing
that G����S�� is always better than LLM�O��� and U������� no
matter which LLM is used. Interestingly, the number of solved tasks
by G����S�� is proportional to the power of the LLMs used, show-
ing that G����S�� bene�ts from the quality of the LLM solutions.
Compared to U�������, G����S�� solves 5, 8, and 11 more tasks
with 4o-mini, 4o, and o3-mini, respectively.

Methods Models # Solved # LLM Calls Time (Avg.)

LLM�O���
4o-mini 49 157 1.963
4o 63 137 1.645
o3-mini 70 147 16.983

G����S��
w/ 4o-mini 73 157 3.127
w/ 4o 76 137 2.359
w/ o3-mini 79 147 8.942

U������� 68 3.674

Table 1: Evaluation of LLM-Guided and Baseline Methods.
All times are in seconds.

Figure 3: Comparison between G����S��, LLM�O���, and
U�������

Fig. 3 shows the cactus plot showing the cumulative solving time
of each synthesizer, with the x-axis representing the number of
problems solved and the y-axis representing the cumulative solving
time in seconds. The closer the line is to x-axis, the better the syn-
thesizer is. The plot shows that G����S�� with LLMs outperforms
LLM�O��� in terms of not only the number of solved tasks but
also the solving time. This performance gain is due to the synergy
between the synthesizer and LLMs: easy tasks are solved quickly
by the synthesizer, while hard tasks are asked to the LLMs. When
LLMs fail, our guided synthesizer can still solve the vast majority
of the tasks using their incorrect solutions. G����S�� also out-
performs U������� similarly with the exception of o3-mini with

which G����S�� is slightly slower than U�������. This is because
of the long response time of o3-mini.

Answer to Q1: Our approach is e�ective in guiding program
synthesis across di�erent LLMs. It enables to solve more tasks than
the synthesizer alone and the LLMs alone, no matter which LLM is
used.

8 Ablation Study
We evaluate how much bene�t G����S�� gains from the top-down
and bottom-up guidance methods. The result is summarized in Ta-
ble 2. When we use only the top-down guidance method, compared
to U�������, G����S�� solves 2, 4, and 9more tasks with 4o-mini,
4o, and o3-mini, respectively. When we use only the bottom-up
guidance method, G����S�� solves 5, 8, and 11 more tasks with
4o-mini, 4o, and o3-mini, respectively. When we use both guidance
methods, G����S�� solves 5, 8, and 11 more tasks with 4o-mini,
4o, and o3-mini, respectively.

Answer to RQ2: Both of the guidance methods are crucial for
the performance of G����S��, and the synergy between the two
guidance methods is e�ective in solving more tasks.

Methods # Solved

4o-mini 4o o3-mini

U������� 68 68 68
+ Top-Down Guidance 70 (" 2) 72 (" 4) 77 (" 9)
+ Both Guidance 73 (" 5) 76 (" 8) 79 (" 11)

Table 2: Ablation Study of Guidance Methods.

9 Other Possible Alternatives
In this section, we evaluate howG����S�� performs if it is equipped
with other possible alternative guidance methods to justify our
design choices.

To see if the anti-uni�cation-based distancemetric is cost-e�ective,
we compare G����S��with a variant of G����S��-RTED that uses
the distance metric based on RTED [27], a well-known algorithm
for tree edit distance. The worst-case time complexity of RTED is
O(n3) whereas our method has a worst-case time complexity of
O(n) (n is the size of the two trees). On the other hand, RTED is
more accurate than our method in measuring the distance between
two trees.

Using GPT-4o-mini and GPT-4o, G����S��-RTED solves 62 and
70 tasks respectively, whereas G����S�� solves 73 and 76 tasks re-
spectively. Given that U������� solves 68 tasks, G����S��-RTED
leads to worse performance than U������� in the case of GPT-4o-
mini. Therefore, we con�rm that our anti-uni�cation-based method
strikes a good balance between accuracy and e�ciency, and is
e�ective in guiding synthesis.

Next, to see if the previous methods for guiding synthesis with
LLMs are also e�ective in our setting, we compare G����S�� with
a variant of G����S��-PCFG that uses a probabilistic context-free
grammar (PCFG) trained on the LLM-generated solutions. As done
in [7, 10], we ask the LLM to generate 100 solution candidates for

9

•  상향/하향 가이드 효과

• LLM이나 합성기를 단독으로 쓸 때 못푸는 문제들 다수 해결



실험
• 설계선택Design choice 정당화를 위한 실험

• ￼ 인 공통패턴뽑기 대신 ￼  인 RTED (트리수정거리) 쓸 경우

73 → 62 (↓9) (w/ 4o-mini)       76 → 70 (↓6) (w/ 4o) 

• LLM에게 100개의 답을 만들게 한 후 PCFG(probabilistic context-free grammar) 를 학
습,  A* 알고리즘으로 탐색 시

73 → 67 (↓6) (w/ 4o-mini)       76 → 67 (↓9) (w/ 4o) 

기존 논문들에서 흔히 LLM + 합성으로 사용하는 방법

O(n) O(n3)
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which is already supported by S����, and also a meta analysis for the string domain, which was
not supported by S����. To support the string domain, we have extended S���� by adding a new
forward-backward abstract interpreter for strings.
As a result, we have implemented a new synthesis engine H���1 and evaluated it on a set of

SyGuS benchmarks from the prior work on the domain of bitvectors and strings. Our experimental
results show that H��� signi�cantly outperforms state-of-the-art synthesis engines, including
S����, D��� [23], and S����P����� [13]. Also, we have conducted an ablation study to show that
the meta analysis is indeed e�ective in guiding the hole-�lling order, by showing that the synthesis
performance of H��� is signi�cantly worse when the meta analysis is disabled.

Contributions. We summarize our contributions as follows:
• A novel and general approach to inductive program synthesis that uses meta analysis to
guide the order of hole-�lling during the search: Unlike existing synthesis algorithms that
uses a �xed order of hole-�lling or heuristics that do not consider the underlying analysis,
our approach uses a meta analysis to determine a meaningful order of hole-�lling based on
the behavior of the underlying abstract interpreter.

• A highly e�cient meta analysis that analyzes the behavior of the underlying forward-
backward abstract interpreter: We devise an e�cient meta analysis that can determine
whether a candidate with a hole hypothetically �lled can be determined infeasible by the
underlying analysis, allowing the synthesis engine to choose the order of hole-�lling that
can prune the search space early. Also, the meta analysis can determine whether the under-
lying analysis will not help prune the search space, allowing the synthesis engine to avoid
performing the underlying analysis on candidates that will not be pruned.

• A highly precise and e�cient abstract domain for strings: We have designed a new abstract
domain for strings equippedwith precise and e�cient forward and bacward abstract operators,
which is used not only to prune infeasible candidates during the synthesis, but also as the
underlying analysis for the meta analysis.

• Implementation and evaluation of our algorithm: We have implemented our algorithm in a
new synthesis engine H��� and evaluated it on a set of SyGuS benchmarks from the prior
work on the domain of bitvectors and strings. Our experimental results show that H���
signi�cantly outperforms state-of-the-art synthesis engines, including S����, D���, and
S����P�����.

2 Overview of Our Approach
We illustrate our method on the problem of synthesizing a string manipulating function f that
takes �rst and last names as input (denoted x and �) and returns the initials of the names as output.
2.
This problem is represented in SyGuS language, which formulates a synthesis problem as a

combination of a syntactic speci�cation and a semantic speci�cation. The syntactic speci�cation
for f is the following grammar:

S ! x | � | �.� | � � string parameters and constants
| ConCat(S, S, S) | CharAt0(S) string operators

where S is the start non-terminal symbol, � � is a space character, ConCat(s1, s2, s3) concatenates
three strings s1, s2, and s3, and CharAt0(s) extracts the �rst character of the string s . As the semantic

1Hole-�lling Order Prediction for E�cient synthesis
2This problem is is a variant of a problem in the SyGuS benchmark suite [29].
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4 Anon.

speci�cation, we assume only a single input-output example is given: f (��an�, �Kotas�) = �� .K�.
A solution to this problem is f (x ,�) = ConCat(CharAt0(x), �.�, CharAt0(�)).

Forward-Backward Abstract Interpretation-Based Synthesis. We use a bidirectional synthesis
algorithm that combines top-down and bottom-up search strategies. It �rst constructs a partial
program with holes via top-down enumeration, and then �lls the holes with components (i.e.,
complete subexpressions) generated via bottom-up enumeration. During this process, we use
a forward-backward abstract interpreter to prune infeasible candidates. The forward abstract
interpreter computes an over-approximation of the set of all possible outputs of a partial program
(by considering holes placeholders for aribtrary expressions of the appropriate type), and the
backward abstract interpreter computes a necessary precondition (i.e., a condition that must hold
for the candidate to produce the desired output) for each hole.

Suppose we have a partial program with three holes 3:

ConCat(⇤,⇤,⇤) (1)

where ⇤ is a hole that can be �lled with an expression of type string. Then, suppose we have a
set C of components that can be used to �ll the holes obtained by bottom-up enumeration. In this
example, C contains the following components:

{x ,�, �.�, � �, CharAt0(x), CharAt0(�)}.

We �ll the holes in the partial program (1) with the components in C one by one. For example,
suppose we �ll the leftmost hole ⇤ with x obtaining the following candidate:

ConCat(x ,⇤,⇤) (2)

Then, we perform the forward abstract interpretation on this candidate to compute an over-
approximation of the set of all possible outputs of the candidate. We use the su�x abstraction [8] to
over-approximate all possible string outputs of the candidate by representing them as the longest
common su�x of the string outputs. 4 In this domain, � (the empty string) is the top element
meaning any string that ends with � (i.e., all strings).
The forward abstract interpretation on (2) computes � as the su�x abstraction of the possible

outputs of the candidate. That is because the other holes that can be �lled with any string expressions
will a�ect the su�x representation of the possible outputs, but they are yet to be �lled. Then, we
check if this abstraction subsumes the desired output �� .K� (i.e., the desired output is a possible
output of the candidate). If not, the candidate is determined infeasible and discarded. In this case, �
does subsume �� .K�, and thus the candidate (2) is determined feasible.

Please note that the candidate (2) is actually infeasible, because it can never produce the desired
output �� .K� (the output of the candidate will always be of the form ��an� followed by some string,
which cannot be equal to �� .K�). However, the imprecision of the su�x abstraction leads to the
false positive.
Next, we proceed to perform backward abstract interpretation to compute necessary precon-

ditions for the other holes to be �lled. Because the desired output ends with �K�, the backward
abstract interpreter computes the necessary precondition �K� for the rightmost hole, which means
that the hole must be �lled with an expression that evaluates to a string ends with �K�.

3We exhaustively enumerate all possible partial programs by applying the production rules of the grammar to the start
non-terminal up to a certain depth. In this example, we assume we only generates a single partial program for simplicity.
4In the actual implementation, we use a more precise abstract domain for strings, but we use the su�x abstraction here for
simplicity.
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speci�cation, we assume only a single input-output example is given: f (��an�, �Kotas�) = �� .K�.
A solution to this problem is f (x ,�) = ConCat(CharAt0(x), �.�, CharAt0(�)).

Forward-Backward Abstract Interpretation-Based Synthesis. We use a bidirectional synthesis
algorithm that combines top-down and bottom-up search strategies. It �rst constructs a partial
program with holes via top-down enumeration, and then �lls the holes with components (i.e.,
complete subexpressions) generated via bottom-up enumeration. During this process, we use
a forward-backward abstract interpreter to prune infeasible candidates. The forward abstract
interpreter computes an over-approximation of the set of all possible outputs of a partial program
(by considering holes placeholders for aribtrary expressions of the appropriate type), and the
backward abstract interpreter computes a necessary precondition (i.e., a condition that must hold
for the candidate to produce the desired output) for each hole.

Suppose we have a partial program with three holes 3:

ConCat(⇤,⇤,⇤) (1)

where ⇤ is a hole that can be �lled with an expression of type string. Then, suppose we have a
set C of components that can be used to �ll the holes obtained by bottom-up enumeration. In this
example, C contains the following components:

{x ,�, �.�, � �, CharAt0(x), CharAt0(�)}.

We �ll the holes in the partial program (1) with the components in C one by one. For example,
suppose we �ll the leftmost hole ⇤ with x obtaining the following candidate:

ConCat(x ,⇤,⇤) (2)

Then, we perform the forward abstract interpretation on this candidate to compute an over-
approximation of the set of all possible outputs of the candidate. We use the su�x abstraction [8] to
over-approximate all possible string outputs of the candidate by representing them as the longest
common su�x of the string outputs. 4 In this domain, � (the empty string) is the top element
meaning any string that ends with � (i.e., all strings).
The forward abstract interpretation on (2) computes � as the su�x abstraction of the possible

outputs of the candidate. That is because the other holes that can be �lled with any string expressions
will a�ect the su�x representation of the possible outputs, but they are yet to be �lled. Then, we
check if this abstraction subsumes the desired output �� .K� (i.e., the desired output is a possible
output of the candidate). If not, the candidate is determined infeasible and discarded. In this case, �
does subsume �� .K�, and thus the candidate (2) is determined feasible.

Please note that the candidate (2) is actually infeasible, because it can never produce the desired
output �� .K� (the output of the candidate will always be of the form ��an� followed by some string,
which cannot be equal to �� .K�). However, the imprecision of the su�x abstraction leads to the
false positive.
Next, we proceed to perform backward abstract interpretation to compute necessary precon-

ditions for the other holes to be �lled. Because the desired output ends with �K�, the backward
abstract interpreter computes the necessary precondition �K� for the rightmost hole, which means
that the hole must be �lled with an expression that evaluates to a string ends with �K�.

3We exhaustively enumerate all possible partial programs by applying the production rules of the grammar to the start
non-terminal up to a certain depth. In this example, we assume we only generates a single partial program for simplicity.
4In the actual implementation, we use a more precise abstract domain for strings, but we use the su�x abstraction here for
simplicity.
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채울부분 선택
• 하향식으로 다음 뼈대를 만듦: 

• 상향식으로 다음 부품식들을 만듦: 

• 합성기는 한 구멍에 부품들을 넣어서 새로운 뼈대들을 만들고, 이들은 탐색큐에 추가됨

• 전방분석: 싹수없는 후보 제거.  후방분석: 각 구멍에 필요전제조건necessary precondition유추

• 이하 전/후방 분석을 “싹수분석”이라고 지칭
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speci�cation, we assume only a single input-output example is given: f (��an�, �Kotas�) = �� .K�.
A solution to this problem is f (x ,�) = ConCat(CharAt0(x), �.�, CharAt0(�)).

Forward-Backward Abstract Interpretation-Based Synthesis. We use a bidirectional synthesis
algorithm that combines top-down and bottom-up search strategies. It �rst constructs a partial
program with holes via top-down enumeration, and then �lls the holes with components (i.e.,
complete subexpressions) generated via bottom-up enumeration. During this process, we use
a forward-backward abstract interpreter to prune infeasible candidates. The forward abstract
interpreter computes an over-approximation of the set of all possible outputs of a partial program
(by considering holes placeholders for aribtrary expressions of the appropriate type), and the
backward abstract interpreter computes a necessary precondition (i.e., a condition that must hold
for the candidate to produce the desired output) for each hole.

Suppose we have a partial program with three holes 3:

ConCat(⇤,⇤,⇤) (1)

where ⇤ is a hole that can be �lled with an expression of type string. Then, suppose we have a
set C of components that can be used to �ll the holes obtained by bottom-up enumeration. In this
example, C contains the following components:

{x ,�, �.�, � �, CharAt0(x), CharAt0(�)}.

We �ll the holes in the partial program (1) with the components in C one by one. For example,
suppose we �ll the leftmost hole ⇤ with x obtaining the following candidate:

ConCat(x ,⇤,⇤) (2)

Then, we perform the forward abstract interpretation on this candidate to compute an over-
approximation of the set of all possible outputs of the candidate. We use the su�x abstraction [8] to
over-approximate all possible string outputs of the candidate by representing them as the longest
common su�x of the string outputs. 4 In this domain, � (the empty string) is the top element
meaning any string that ends with � (i.e., all strings).
The forward abstract interpretation on (2) computes � as the su�x abstraction of the possible

outputs of the candidate. That is because the other holes that can be �lled with any string expressions
will a�ect the su�x representation of the possible outputs, but they are yet to be �lled. Then, we
check if this abstraction subsumes the desired output �� .K� (i.e., the desired output is a possible
output of the candidate). If not, the candidate is determined infeasible and discarded. In this case, �
does subsume �� .K�, and thus the candidate (2) is determined feasible.

Please note that the candidate (2) is actually infeasible, because it can never produce the desired
output �� .K� (the output of the candidate will always be of the form ��an� followed by some string,
which cannot be equal to �� .K�). However, the imprecision of the su�x abstraction leads to the
false positive.
Next, we proceed to perform backward abstract interpretation to compute necessary precon-

ditions for the other holes to be �lled. Because the desired output ends with �K�, the backward
abstract interpreter computes the necessary precondition �K� for the rightmost hole, which means
that the hole must be �lled with an expression that evaluates to a string ends with �K�.

3We exhaustively enumerate all possible partial programs by applying the production rules of the grammar to the start
non-terminal up to a certain depth. In this example, we assume we only generates a single partial program for simplicity.
4In the actual implementation, we use a more precise abstract domain for strings, but we use the su�x abstraction here for
simplicity.
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speci�cation, we assume only a single input-output example is given: f (��an�, �Kotas�) = �� .K�.
A solution to this problem is f (x ,�) = ConCat(CharAt0(x), �.�, CharAt0(�)).

Forward-Backward Abstract Interpretation-Based Synthesis. We use a bidirectional synthesis
algorithm that combines top-down and bottom-up search strategies. It �rst constructs a partial
program with holes via top-down enumeration, and then �lls the holes with components (i.e.,
complete subexpressions) generated via bottom-up enumeration. During this process, we use
a forward-backward abstract interpreter to prune infeasible candidates. The forward abstract
interpreter computes an over-approximation of the set of all possible outputs of a partial program
(by considering holes placeholders for aribtrary expressions of the appropriate type), and the
backward abstract interpreter computes a necessary precondition (i.e., a condition that must hold
for the candidate to produce the desired output) for each hole.

Suppose we have a partial program with three holes 3:

ConCat(⇤,⇤,⇤) (1)

where ⇤ is a hole that can be �lled with an expression of type string. Then, suppose we have a
set C of components that can be used to �ll the holes obtained by bottom-up enumeration. In this
example, C contains the following components:

{x ,�, �.�, � �, CharAt0(x), CharAt0(�)}.

We �ll the holes in the partial program (1) with the components in C one by one. For example,
suppose we �ll the leftmost hole ⇤ with x obtaining the following candidate:

ConCat(x ,⇤,⇤) (2)

Then, we perform the forward abstract interpretation on this candidate to compute an over-
approximation of the set of all possible outputs of the candidate. We use the su�x abstraction [8] to
over-approximate all possible string outputs of the candidate by representing them as the longest
common su�x of the string outputs. 4 In this domain, � (the empty string) is the top element
meaning any string that ends with � (i.e., all strings).
The forward abstract interpretation on (2) computes � as the su�x abstraction of the possible

outputs of the candidate. That is because the other holes that can be �lled with any string expressions
will a�ect the su�x representation of the possible outputs, but they are yet to be �lled. Then, we
check if this abstraction subsumes the desired output �� .K� (i.e., the desired output is a possible
output of the candidate). If not, the candidate is determined infeasible and discarded. In this case, �
does subsume �� .K�, and thus the candidate (2) is determined feasible.

Please note that the candidate (2) is actually infeasible, because it can never produce the desired
output �� .K� (the output of the candidate will always be of the form ��an� followed by some string,
which cannot be equal to �� .K�). However, the imprecision of the su�x abstraction leads to the
false positive.
Next, we proceed to perform backward abstract interpretation to compute necessary precon-

ditions for the other holes to be �lled. Because the desired output ends with �K�, the backward
abstract interpreter computes the necessary precondition �K� for the rightmost hole, which means
that the hole must be �lled with an expression that evaluates to a string ends with �K�.

3We exhaustively enumerate all possible partial programs by applying the production rules of the grammar to the start
non-terminal up to a certain depth. In this example, we assume we only generates a single partial program for simplicity.
4In the actual implementation, we use a more precise abstract domain for strings, but we use the su�x abstraction here for
simplicity.
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전방/후방 분석

￼22

a b

+

정방향

a의 요약을 계산하고

b의 요약을 계산하고


그것으로 a+b의 요약을 계산

역방향

a b

+

a+b가 만족해야할 조건 P가 주어졌을 때

a, b 각각의 요약이 만족해야할 조건을 계산


(a, b의 정방향 요약이 계산되어있으면 활용 가능)

a + b a + b = P



채울부분 선택은 가지치기에 영향을 줌
•  합성기가 접미사suffix 요약도메인 ￼  사용, 싹수없는후보를 가지치기한다고 가정

접미사 요약: 미완성 프로그램이 만들 가능성 있는 모든 문자열출력을 공통 접미사로 표현

• 가장 오른쪽 구멍을  ￼   로 채운경우  
 
 

전방분석결과는 ￼  로 바람직한 출력 ￼  와 겹치지 않으므로 싹수없음 판정

• 가장 왼쪽 구멍을 x 로 채운 경우  
 
 
전방분석: ￼  (접미사 알수없음)으로 싹수없음 판정 불가.  
후방분석: 가장 오른쪽 구멍 필요전제조건 “K”로 유추 (“K”를 출력하는 부품식만 올 수 있음)
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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speci�cation, we assume only a single input-output example is given: f (��an�, �Kotas�) = �� .K�.
A solution to this problem is f (x ,�) = ConCat(CharAt0(x), �.�, CharAt0(�)).

Forward-Backward Abstract Interpretation-Based Synthesis. We use a bidirectional synthesis
algorithm that combines top-down and bottom-up search strategies. It �rst constructs a partial
program with holes via top-down enumeration, and then �lls the holes with components (i.e.,
complete subexpressions) generated via bottom-up enumeration. During this process, we use
a forward-backward abstract interpreter to prune infeasible candidates. The forward abstract
interpreter computes an over-approximation of the set of all possible outputs of a partial program
(by considering holes placeholders for aribtrary expressions of the appropriate type), and the
backward abstract interpreter computes a necessary precondition (i.e., a condition that must hold
for the candidate to produce the desired output) for each hole.

Suppose we have a partial program with three holes 3:

ConCat(⇤,⇤,⇤) (1)

where ⇤ is a hole that can be �lled with an expression of type string. Then, suppose we have a
set C of components that can be used to �ll the holes obtained by bottom-up enumeration. In this
example, C contains the following components:

{x ,�, �.�, � �, CharAt0(x), CharAt0(�)}.

We �ll the holes in the partial program (1) with the components in C one by one. For example,
suppose we �ll the leftmost hole ⇤ with x obtaining the following candidate:

ConCat(x ,⇤,⇤) (2)

Then, we perform the forward abstract interpretation on this candidate to compute an over-
approximation of the set of all possible outputs of the candidate. We use the su�x abstraction [8] to
over-approximate all possible string outputs of the candidate by representing them as the longest
common su�x of the string outputs. 4 In this domain, � (the empty string) is the top element
meaning any string that ends with � (i.e., all strings).
The forward abstract interpretation on (2) computes � as the su�x abstraction of the possible

outputs of the candidate. That is because the other holes that can be �lled with any string expressions
will a�ect the su�x representation of the possible outputs, but they are yet to be �lled. Then, we
check if this abstraction subsumes the desired output �� .K� (i.e., the desired output is a possible
output of the candidate). If not, the candidate is determined infeasible and discarded. In this case, �
does subsume �� .K�, and thus the candidate (2) is determined feasible.

Please note that the candidate (2) is actually infeasible, because it can never produce the desired
output �� .K� (the output of the candidate will always be of the form ��an� followed by some string,
which cannot be equal to �� .K�). However, the imprecision of the su�x abstraction leads to the
false positive.
Next, we proceed to perform backward abstract interpretation to compute necessary precon-

ditions for the other holes to be �lled. Because the desired output ends with �K�, the backward
abstract interpreter computes the necessary precondition �K� for the rightmost hole, which means
that the hole must be �lled with an expression that evaluates to a string ends with �K�.

3We exhaustively enumerate all possible partial programs by applying the production rules of the grammar to the start
non-terminal up to a certain depth. In this example, we assume we only generates a single partial program for simplicity.
4In the actual implementation, we use a more precise abstract domain for strings, but we use the su�x abstraction here for
simplicity.
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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speci�cation, we assume only a single input-output example is given: f (��an�, �Kotas�) = �� .K�.
A solution to this problem is f (x ,�) = ConCat(CharAt0(x), �.�, CharAt0(�)).

Forward-Backward Abstract Interpretation-Based Synthesis. We use a bidirectional synthesis
algorithm that combines top-down and bottom-up search strategies. It �rst constructs a partial
program with holes via top-down enumeration, and then �lls the holes with components (i.e.,
complete subexpressions) generated via bottom-up enumeration. During this process, we use
a forward-backward abstract interpreter to prune infeasible candidates. The forward abstract
interpreter computes an over-approximation of the set of all possible outputs of a partial program
(by considering holes placeholders for aribtrary expressions of the appropriate type), and the
backward abstract interpreter computes a necessary precondition (i.e., a condition that must hold
for the candidate to produce the desired output) for each hole.

Suppose we have a partial program with three holes 3:

ConCat(⇤,⇤,⇤) (1)

where ⇤ is a hole that can be �lled with an expression of type string. Then, suppose we have a
set C of components that can be used to �ll the holes obtained by bottom-up enumeration. In this
example, C contains the following components:

{x ,�, �.�, � �, CharAt0(x), CharAt0(�)}.

We �ll the holes in the partial program (1) with the components in C one by one. For example,
suppose we �ll the leftmost hole ⇤ with x obtaining the following candidate:

ConCat(x ,⇤,⇤) (2)

Then, we perform the forward abstract interpretation on this candidate to compute an over-
approximation of the set of all possible outputs of the candidate. We use the su�x abstraction [8] to
over-approximate all possible string outputs of the candidate by representing them as the longest
common su�x of the string outputs. 4 In this domain, � (the empty string) is the top element
meaning any string that ends with � (i.e., all strings).
The forward abstract interpretation on (2) computes � as the su�x abstraction of the possible

outputs of the candidate. That is because the other holes that can be �lled with any string expressions
will a�ect the su�x representation of the possible outputs, but they are yet to be �lled. Then, we
check if this abstraction subsumes the desired output �� .K� (i.e., the desired output is a possible
output of the candidate). If not, the candidate is determined infeasible and discarded. In this case, �
does subsume �� .K�, and thus the candidate (2) is determined feasible.

Please note that the candidate (2) is actually infeasible, because it can never produce the desired
output �� .K� (the output of the candidate will always be of the form ��an� followed by some string,
which cannot be equal to �� .K�). However, the imprecision of the su�x abstraction leads to the
false positive.
Next, we proceed to perform backward abstract interpretation to compute necessary precon-

ditions for the other holes to be �lled. Because the desired output ends with �K�, the backward
abstract interpreter computes the necessary precondition �K� for the rightmost hole, which means
that the hole must be �lled with an expression that evaluates to a string ends with �K�.

3We exhaustively enumerate all possible partial programs by applying the production rules of the grammar to the start
non-terminal up to a certain depth. In this example, we assume we only generates a single partial program for simplicity.
4In the actual implementation, we use a more precise abstract domain for strings, but we use the su�x abstraction here for
simplicity.
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메타분석을 통한 선택전략
• 싹수분석 요약도메인 ￼  를 요약한                                      사용하는 메타분석 도입

메타분석: 싹수분석의 가능한 결과들을 포섭하는 분석 (요약해석의 요약해석)

￼  : 싹수분석 결과가 무조건 ￼  일 것. 

￼  : 싹수분석 결과가 ￼  이 아닐 수 있음.

•  메타분석도 싹수분석과 마찬가지로 전/후방 분석 수행

￼  의 메타 전방분석 결과는 ￼  (싹수분석하면 싹수있다고 나올것)

￼  의 메타 후방분석 결과는 ￼  (구멍의 필요전제조건
은 ￼ 이 아닌 것이 유추될 수 있음)
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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This necessary precondition is used to identify the components that can be used to �ll the last
hole. For example, the component �.� cannot be used to �ll the rightmost hole but CharAt0(�) can
be used.

By these bidirectional abstract interpretations, the search space is pruned by
• discarding infeasible candidates that cannot produce the desired output, and
• discarding components that cannot be used to �ll the holes.

Hole Filling Orders in Existing Approaches. The most popular approach to hole �lling is to �ll the
holes in a �xed order. The leftmost-�rst order is the most common choice. However, this order is
not always optimal for the underlying abstract interpreter. For example, in the above example, if we
�ll the leftmost hole �rst, we generate the candidate (2) and the forward abstract interpretation on
it cannot determine infeasibility of it because of the other remaining holes at the right side of the
leftmost hole. Then, we will proceed to �ll the other remaining holes assuming the candidate can
be feasible, which may lead to a large number of candidates explored wasting time on infeasible
candidates.

In contrast, if we choose the rightmost hole, for example, we may generate the candidate

ConCat(⇤,⇤, � �). (3)

Then, the forward abstract interpretation computes � � as the su�x abstraction of the possible
outputs of the candidate, realizes that the candidate can never produce the desired output �� .K�,
and determines it infeasible. This example shows that the order of hole �lling should be chosen
being aware of the underlying abstract interpreter to prune the search space e�ectively.

Meta Analysis. Our key insight is that the order of hole �lling can be guided by predicting the
behavior of the underlying abstract interpreter.
To overapproximate all possible behaviors of the underlying abstract interpreter, we introduce

a simple abstract domain D
# = {Must>, May⇢>} where Must> means that the underlying abstract

interpreter will always return > (� in the su�x abstraction) on a candidate, and May⇢> means
that the underlying abstract interpreter may not return > on a candidate (but it may return > as
well). This domain is simple enough to make our meta analysis lightweight and e�cient, which is
crucial for our approach because the cost of the meta analysis should not outweigh the cost of the
underlying abstract interpreter.

The domain D
# has forward and backward abstract operators that soundly overapproximate the

behavior of their underlying counterparts. For example, the forward abstract interpretation with D#

computes Must> for ConCat(x ,⇤,⇤) since the underlying forward abstract interpreter will always
return > on this candidate, and the backward abstract interpretation with D

# computes May⇢>
for the necessary precondition of the hole ⇤ in ConCat(CharAt0(x), �.�,⇤) since the underlying
backward abstract interpreter can infer the su�x abstraction of ⇤ as �K� to produce the desired
output �� .K�.

Meta-Analysis-Guided Hole Filling. Now we explain how to use the meta analysis to guide the
order of hole �lling. Given the partial program (1), we want know which hole to �ll �rst. To this
end, we hypothetically �ll each hole and generate four candidates:

ConCat(�,⇤,⇤) (4)

ConCat(⇤,�,⇤) (5)
ConCat(⇤,⇤,�) (6)

where � represents a hole that is hypothetically �lled with some component. By “hypothetically
�lled”, we mean that we do not actually �ll the hole with a component, but rather analyze the
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실험
• 도구 : HOPE (Hole-filling Order Prediction for Efficient synthesis)

• 벤치마크 : 총 1631개의 SyGuS 합성문제

337개의 문자열 합성문제 

1294개의 비트정수 합성문제

• 경쟁도구 

Duet [POPL’21]

Simba [PLDI’23]

Synthphonia [PLDI’25]
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결과
•  유일하게 푼 문제 수
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(a) # Uniquely solved in the string domain (b) # Uniquely solved in the bitvec domain

Benchmark # Solved Time (Average) Time (Median)
category H��� D��� S�����������G H D S H D S
H��� 91 23 42 13.01 2.0 30.82 4.56 0.06 40.88
D��� 203 186 202 1.11 0.38 6.71 0.03 0.02 0.22
Overall 294 209 244 4.79 0.56 10.86 0.06 0.02 0.56

(c) Statistics for the solving times for the string domain.

Benchmark # Solved Time (Average) Time (Median)
category H��� D��� S���� H D S H D S
HD 43 35 42 2.85 2.95 2.36 0.12 0.13 0.16

D������� 462 384 452 2.62 4.48 1.63 0.11 0.15 0.14
B��V���C��� 670 619 533 12.68 10.18 6.23 1.10 2.92 1.47

Overall 1175 1038 1027 8.36 7.83 4.05 0.31 2.2 0.34

(d) Statistics for the solving times for the bitvector domain.

Fig. 7. Main result comparing the performance of H���, D���, S����, and S����P�����-G on string and
bitvector synthesis benchmarks.

�ltration, and large language model guidance. It also utilizes a carefully designed enumeration
order based on term graph size and syntactic ordering rules. These techniques could be integrated
with our tool since they are complementary and orthogonal to our approach. However, since we
do not the integration in our prototypical implementation, we do not include D����S�����BV not
to confuse the reader with the comparison of di�erent aspects of synthesis techniques.

5.2 Comparison to Existing Synthesizers
We evaluateH��� on all the benchmarks and compare it againstD���, S����, and S����P�����-G.
For each instance, we measure the running time of synthesis using a timeout of 60 seconds.
The results are summarized in Fig. 7, which shows the number of problems solved by each

synthesizer and the average solving time for each benchmark suite. Fig. 7c and Fig. 7d show the
overall statistics for the string and bitvector domains, respectively. Fig. 7a and Fig. 7b show the
number of uniquely solved problems in the string and bitvector domains, respectively.
Overall, H��� outperforms the other baselines in both domains in terms of the number of

problems solved. As shown in Fig. 7c, for the string domain, H��� solves 294 out of 337 string
synthesis problems (87.2%) outperforming S����P�����-G which solves 244 problems (72.4%)
and D��� which solves 209 problems (62.0%). For the bitvector domain, as shown in Fig. 7d, H���
solves 1,175 out of 1,294 bitvector synthesis problems (90.8%) outperforming S���� which solves
1,098 problems (84.9%) and D��� which solves 1,014 problems (78.3%).

H��� solves hard problems that the other baselines cannot solve. As can be seen in Fig. 7a and
Fig. 7b, in terms of the number of uniquely solved problems, H��� uniquely solves 47 problems
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결과 (문자열 합성)
•  푼 문제 수 및 평균 시간 모든면에서 최신도구 Synthphonia 보다 우위
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Fig. 8. Comparison between H��� and the other baseline solvers in the string domain.

Fig. 9. Comparison between H��� and the other baseline solvers in the bitvector domain.

in the string domain outperforming S����P�����-G which uniquely solves only 4 problems and
D��� which uniquely solves no unique problems. In the bitvector domain, H��� unique solves 76
problems outperforming S���� which unique solves no problems and D��� which unique solves
51 problems.
Fig. 8 and Fig. 9 show the cactus plots for the string and bitvector domains, respectively. The

cactus plots show the cumulative solving time of each synthesizer, with the x-axis representing the
number of problems solved and the y-axis representing the cumulative solving time in seconds.
As can be seen in the cactus plots, H��� consistently outperforms the other synthesizers in both
domains, solving more problems within the time limit and with lower cumulative solving time.

In terms of average solving time, H��� is not the fastest one. This is because H��� solves more
di�cult problems than the other tools at the cost of longer average solving time and incurs some
overhead due to the meta analysis.

Result in Detail. We study the results in detail for both domains, focusing on speci�c problem
types and analyzing the performance ofH��� compared to the baselines. Table 1 shows the detailed
results on randomly chosen 15 problems (3 for each). The results indicate that H��� outperforms
the other baselines in terms of the number of problems solved and the solving time across di�erent
problem types. The cost of meta analysis pays o� by the fact that H��� is always faster than S����,
which can be regarded as H��� without meta analysis for the bitvector domain. The time spent for
meta analysis(TA# ) ranges from >0.01s to 7.9s, not markedly di�erent from both time for solving
and meta analysis in most cases, demonstrating the e�ciency of our lightweight meta analysis.
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결과 (비트정수 합성)
•  푼 문제 수 및 평균 시간 모든면에서 우위
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Fig. 8. Comparison between H��� and the other baseline solvers in the string domain.

Fig. 9. Comparison between H��� and the other baseline solvers in the bitvector domain.

in the string domain outperforming S����P�����-G which uniquely solves only 4 problems and
D��� which uniquely solves no unique problems. In the bitvector domain, H��� unique solves 76
problems outperforming S���� which unique solves no problems and D��� which unique solves
51 problems.
Fig. 8 and Fig. 9 show the cactus plots for the string and bitvector domains, respectively. The

cactus plots show the cumulative solving time of each synthesizer, with the x-axis representing the
number of problems solved and the y-axis representing the cumulative solving time in seconds.
As can be seen in the cactus plots, H��� consistently outperforms the other synthesizers in both
domains, solving more problems within the time limit and with lower cumulative solving time.

In terms of average solving time, H��� is not the fastest one. This is because H��� solves more
di�cult problems than the other tools at the cost of longer average solving time and incurs some
overhead due to the meta analysis.

Result in Detail. We study the results in detail for both domains, focusing on speci�c problem
types and analyzing the performance ofH��� compared to the baselines. Table 1 shows the detailed
results on randomly chosen 15 problems (3 for each). The results indicate that H��� outperforms
the other baselines in terms of the number of problems solved and the solving time across di�erent
problem types. The cost of meta analysis pays o� by the fact that H��� is always faster than S����,
which can be regarded as H��� without meta analysis for the bitvector domain. The time spent for
meta analysis(TA# ) ranges from >0.01s to 7.9s, not markedly di�erent from both time for solving
and meta analysis in most cases, demonstrating the e�ciency of our lightweight meta analysis.
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그 외 최적화
• 여러 구멍 한꺼번에 채우기 

 한개만 채워서는 여전히 높은 자유도로 인해 가지치기 효과가 제한적일때 쓸모있음

• 점진적 메타분석

 이전 메타분석 결과를 재활용하여 메타분석의 성능가속화
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